Project Summary: Platform for Linguistic Exploration
Among the thousands of languages on the earth today, only a few are widely spoken and even fewer adequately documented. Most existing linguistic data is stored on paper, on a hard drive, or a set of offline CDs, or at best, a list of online files. We propose a database-backed web application framework called Linguistic Explorer, consisting of a set of sister databases covering a wide range of linguistic sub-disciplines, a common set of powerful query and analytic tools on each sister database, a web page from which queries to many linguistic databases can be launched, and a software package that linguists can use to easily set up their own online systems. Linguistic Explorer will enable field linguists to easily store their data online and enable linguists, students, and the interested public to explore relationships among thousands of languages and dialects using sophisticated search and analytical tools. 

As illustrated in our prototype syntax application (Syntactic Structures of the World’s Languages), the framework supports a powerful but intuitive query facility and can extend easily to linguistic applications from articulatory phonetics and phonology, to morphology and syntax. In contrast to a particular data gathering task typical in a linguistics research project, our goal is to expose many data sets to the whole world (through the web) and to do so in an integrated way. Linguistic Explorer will permit linguists to develop theories based on thousands of languages and dialects, and to understand the relationships among languages. The same software will also allow educators to develop self-study guides and to understand the difficulties of their students. 

Linguistics as a field lags more than a decade behind natural sciences in the use databases for analyzing its data. Collaboration between linguists and computer scientists in creating databases is rare. We would like to foster a new era of data-rich research in the field to contribute to the next generation of theory and practice.
Project Description: Platform for Linguistic Exploration

Objective

Our vision is to foster new data-rich research directions in cross-linguistic research. We propose the creation of an intuitive but very powerful web application framework to (i) allow language specialists to enter data easily and (ii) allow linguists as well as the general public to make discoveries about language universals and the relationships among languages and language features. To do this, we will build upon a prototype that has already seen substantial use.

Motivation and Broader Impact

There are 6,909 living languages on the earth today [ref: Ethnolog, 16th  addition]. Because many of these languages have dialects, there are at least an order of magnitude more grammatically distinct varieties. It is the job of linguists to understand the phonology (sound structure), syntax (grammatical structure), morphology (structure of words) and the semantics of the widest variety of languages possible. Linguists have two complementary goals in this work: to determine what is in common among different languages and what is different. Ultimately, the intellectual goal is to understand how humans think. The practical goal is to help individuals (or potentially computers) learn to express themselves in new languages or express themselves better in their native languages.

   
Many people have argued that there is an urgency to study linguistics because small languages are dying out (see Crystal 2000 for an overview of the issues) and, with them, part of the human cultural heritage. For that reason, much linguistic research concerns endangered languages in which one or a few researchers gather data and produce grammars, lexicons and research papers. Unfortunately, their data is often stored in an idiosyncratic format and is seldom made available on the internet. When made available, it is can be accessed only as a set of posted files. Occasionally the data is not digitized at all, and then it is eventually lost.

Specifically, we propose (a) to make linguistic data, whether from well studied or little studied languages, widely available on a group of sister databases, (b) to support a common set of powerful query and analytical tools on each database, (c) to enable language researchers and educators to easily set up additional sister databases, and (d) to enable users to query one or several sister databases from a single web page thus giving a unified view of them. 

In parallel to these technical efforts, we will engage in an aggressive outreach program to elicit data from linguists, to permit access of existing linguistic databases from a single Linguistic Explorer website, and to build a wish list of tools beyond those already in the prototype.
Educationally, our project to date has involved five undergraduates including the primary developer Jillian Koyzra, two female masters students, and three doctoral students. We expect this active undergraduate and female participation to continue.

Use Case Scenarios

For the sake of concreteness, consider the following use cases of such a framework.

Scenario 1: A linguist analyzes a previously undescribed language. The language has no obvious relationship to its neighboring languages. The linguist enters the phonology and syntax of the language into a Linguistic Explorer database and discovers a language with similar vocabulary and similar syntactic and phonological patterns on an island thousands of miles away. This could give insight to linguists/anthropologists and others.
Scenario 2: A foreign language teacher wants to help students learn the grammar of a language they are studying. Different students have difficulties with different parts of the grammar. As a self-study guide, a student can look up a grammar feature that confuses him or her and see examples. Topics may be present subjunctive, adjective gender agreement, verb placement in subordinate phrases, and so on. Of course, it is up to the teacher to think of good examples and perhaps even to add in sound files or video clips.
Scenario 3: A teacher of English as a Second Language has students with differing language backgrounds. Each has trouble pronouncing different sounds in English. For a student who speaks language L, the teacher pulls up a phonology site and uses the DIFF  function to find the phones that English has but that L doesn't have. The student can listen to and practice those sounds. Conversely, the teacher can better appreciate the sounds a student may find difficult depending on the student’s native language L.

Scenario 4: A linguist interested in ergative morphology in Austronesian languages wants to find all relevant data available. She sends a query from the Linguistic Explorer website, and all the information in the sister databases on ergative morphology in Austronesian languages is returned in a standard format.
Scenario 1 illustrates a key feature of the framework: an expert in a single language can both contribute to cross-linguistic research (by making his data available to the wider linguistic community) and gain from it. A cross-linguistic theorist or even an anthropologist can use the data to form theories relating population movements and language.  Scenario 2 illustrates that the tool could be used to help teach a single target language L. When little is known about L and there is not already a large collection of learning materials, scenario 2 constitutes an easy entry point for the construction of teaching materials. Scenario 3 illustrates a situation that is common in the globalized economy: each participant brings different contributions to a setting, but also faces unique difficulties. Such a system would help overcome the difficulties. Scenario 4 illustrates the concept of sister database, and standard protocols, so that related databases can be queried with a single command from a single site.

The Need: State of the Art in Linguistics Databases

The system that most closely relates to our vision is WALS (World Atlas of Linguistic Structures). The data in WALS was entered by the authors of linguistic properties around which WALS is organized. For example, Prof. Matthew Dryer wrote the word order properties in WALS, and, using grammars, entered word order data from various languages. As impressive and rich as this data is, the query facilities in WALS are limited. For example, it is not possible to submit queries about actual sentences and examples in WALS, since they are not stored in a format that allows this. Further, WALS authors are all experts in cross-linguistic research, a small community compared with the vast community of language experts. We believe that a system whose contributors are single language experts would ultimately allow a far richer and more accurate set of cross-linguistic data than a system whose data was entered by a handful of linguists. Even the most accomplished polyglot cannot hope to master thousands of languages.
Some other databases on the internet hold archives of responses to a common questionnaire. These include the Syntactic Atlas of Northern Italy and the Variation in Control Structures. The data is very valuable, but the systems support limited query forms (usually one can browse a list of files). Cross-linguistic studies require queries over properties, subsets of languages, and queries that allow this information to be related and sifted through easily.
Yet other databases support database queries and have example sentences, but are currently limited to a single area of morphology or syntax (e.g., The African Anaphora Database, The Anaphora Typology Database, Graz Database on Reduplication, Berlin-Utrecht Reciprocals Survey), and usually contain data on a very small number of languages. In contrast, an ideal cross-linguistic database would contain thousands of languages, thousands of property-value pairs per language, and thousands of example sentences per language (to allow exploration of how the languages and properties are related).

In the domain of phonology, UPSID (UCLA Phonological Segment Inventory Database) contains data on 451 languages and covers their consonant and segmental inventory. Again the query facilities are limited, and the phonological information narrowly constrained. For example, there is no information about stress in UPSID.
Lastly, TDS (Typological Database System) is not itself a data collection, but contains data from other databases. This is an extremely useful function, but again has limited query capabilities.

Our Prior Work: the Syntactic Structure of the World’s Languages Prototype
Over the past three years, with the support of an NSF SGER grant we have built a prototype cross-linguistic database-backed web application for syntax called SSWL (Syntactic Structure of the World’s Languages, http://sswl.railsplayground.net/). In SSWL, all the data on a particular language come from a native speaker linguist (or a linguist with a deep knowledge of the language). Concretely, language experts store their syntax data on SSWL in a format that makes it maximally available to other users (via web searches over the entire database or any selected portion of it). Though only a prototype, SSWL includes data from 96 linguists; users from 72 countries have queried the system. We interpret this wide use as evidence that the basic interface we have chosen is intuitive to linguists and people interested in language. 

In the following paragraphs we will outline the intellectual background of SSWL. One goal of the field of syntax is to discover what all languages have in common, while at the same time, determining how languages can differ from each other. Greenberg 1963 approached the issue by trying to find correlations between linguistic properties across languages. Consider the following universal which governs the order of modifiers in a noun phrase. Universal 20: When any or all of the items (demonstrative, numeral and descriptive adjective) precede the noun, they are always found in that order. If they follow, the order is either the same, or its exact opposite. 

Cinque (2005: 319) confirmed the predictions of Greenberg’s theory:
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Once a database stores data for all the world’s languages, including dialects, and characterizes the language/dialects with thousands of syntactic properties (and sentences illustrating those properties), queries can reveal possible and impossible word orders, and more generally, possible and impossible combinations of properties. Linguistic conjectures will be immediately testable in much the same way that a biologist can now test conjectures about genetic sequence data.

Our SSWL prototype is a start towards such a tool. Starting from the SSWL home page (see Figure 1), the user can choose Properties or Languages in the navigation bar and browse links on languages and properties. However the real power of the system is in the searches. Simplest are single language searches. For example, one can select Language, Property-Value and Example in the Show line, constraining the search to only Bellinzonese (a northern Italian dialect). See Figure 2 for the query, and see Figure 3 for the results.
A more complex query is to find languages having word orders Adjective Demonstrative Noun and Demonstrative Adjective Noun and then to map them (using google maps). See Figure 4 for the mapping. Another possible query is to see how languages relate to one another based on a certain collection of properties and then to show a hierarchical clustering of those languages. In Figure 5, we show the hierarchical clustering of a subset of the languages in the database with respect to word order in the noun phrase. Lastly, in Figure 6, we show the results of a Diff query. The query yields the differences between Ewe and French with respect to word order in the noun phrase.
Applying the Model to Kindred Applications

In addition to our SSWL prototype, which will form the core of our family of sister databases, we will build at least four other databases during the first two years of the grant period. These databases will show linguists how our interface and search technology can be applied in a wide variety of specific cases.

Phonology of the World’s Languages: We have already begun to build a phonological application using the SSWL data model (described in the next section). For each language, there will be an inventory of the consonant and vowel system. In addition, there will be properties (similar to the SSWL properties) that encode information about stress, tone, vowel harmony and other supersegmental information. For each consonant or vowel, there will be a sound file illustrating it. We would like to establish this database as a central repository for basic phonological information of the world’s languages.
Clitics in Romance Languages: In collaboration with Professors Francisco Ordonez and Lori Repetti (SUNY, Stony Brook), we have begun the construction of a database of clitics and stress in verbal forms of a set of closely related Romance languages (Aragonese, Gascon, Majorcan and Menorcan Catalan, Sardinian and various Italian dialects). The data includes sentences in the original languages, glosses, translations, sound files and demographic information. Please see the letter of support.

Verb Clusters in Dutch Dialects: In collaboration with Hilda Koopman (UCLA) and Leonie Cornips (Meeterns Institute, Amsterdam), we are designing an application to test theoretical predictions of individual variability in Dutch verbal clusters. Testing these predictions within varieties of Dutch and Flemish verbal complexes will contribute to future theoretical development, but so far it has been held up by the need to develop new methodologies to query efficiently.  The SSWL database format provides a flexible setup, by treating each individual person as a different language and using the powerful search functions to establish correlations among individual speech patterns.  Please see the letter of support
X-Ray Microbeam Database of English: In collaboration with Professor Diamandis Gafos (New York University) we are designing a database for the archives of the Wisconsin X-ray microbeam facility. The X-ray images, when viewed as a sequence, track the mouth movements of subjects as they produce word lists and paragraphs. Professor Gafos has been using the X-Ray Microbeam data to teach undergraduates to do research in articulatory phonetics, but is severely hindered by the lack of a database structure to do queries on this vast amount of data. Please see the letter of support.

Language Education Dr. Florence …, a professor of German language at Middlebury College, ….need more
Project Plan
The project plan will build on our simple but flexible data model. Linguistic data in our experience is characterized by data linked to objects of description, typically languages or dialects. Each such object can be characterized by a set of property-value pairs. Our syntactic database SSWL characterizes languages/dialects by syntactic features such as word order properties, adjectival agreement and so on. Our very preliminary phonological database PHWL characterizes languages by their sounds (consonants and vowels), higher level information about stress, and so on. 

The framework has no pre-conceived notion of language features, so the core fields of the language table are simply “language”, “property”, “value”. Therefore, adding a property-value characteristic in a language requires an SQL statement of the form: insert languages(“French”, “adjective_agreement”, “yes”). Because linguistics is an empirical discipline, evidence for a characterization appears in the form of examples having fields: language, example number, and a set of property-value pairs. Inserting an example row is similarly easy: insert examples(“French”, 1, “words”, “la grande maison”). Associating a property-value pair with an example requires associating that property-value with an example number using the command: insert examples(“French”, 1, adjective_agreement, “yes”). Of course, users interact with a much more friendly web interface, but the point is that the system has no pre-conceived idea of which properties will be important, allowing language editors to add in properties at will. The PI has used this fundamental “property-as-value” design approach for genomics applications where experimental features often change over time (see www.virtualplant.org described in Katari et. al. 2009). 

· Property(property name, description), index on property name

· Languages(language, property, value), indexes on language, property and on property, value

· Examples(language, example number, property, value), indexes on property, value and on language, example number

The core fields of the core tables along with their indexes (all non-clustering).

Properties have extensive textual descriptions.  Languages can be described by arbitrary sets of property-values (with a foreign key dependency to Property). Examples consist of a cluster of rows related by language and example number. This simple schema works well for the four applications we have seen and permits a large variety of simple queries (as in Figures 1-4 of the appendix). The schema also permits the construction of analytical tools including unsupervised learning (like clustering as in Figure 5 below) and the discovery of patterns. For example, a query to SSWL using the Universal Implication feature recently revealed that all languages (of the 96 so far entered) that have the order Adjective Demonstrative Noun, also have the alternative order Demonstrative Adjective Noun. The same set of sophisticated searches and analytical tools will be available in all applications.
Software Design and Engineering

We (the PI, the co-PI, one doctoral student, two masters students, and one undergraduate) have built our current SSWL prototype on Ruby on Rails because it is one of several web development frameworks that support database-backed cross-browser web applications and enjoy strong open source community support.  Because Ruby on Rails embodies a model-view-controller paradigm, changes can be quickly deployed on a browser, first on the programmer's laptop and then on the web using Subversion. The model-view-controller design pattern allows different sites to share the same data model (same database schema) but different user-visible names (different views). Finally, Ruby on Rails and the backend database we have chosen – MySQL – are open source and free, thus lowering the barriers to entry. We plan to continue development on the Ruby on Rails framework, but exploit more of its functionality.
In building the prototype, we wanted to test functionality quickly, so we used version control, but relied on informal hand testing whenever we changed functionality. In the sustainable Linguistic Explorer framework that we will construct (possibly in collaboration with researchers and developers outside our group), we will require an evolving collection of regression tests. These tests must simulate clicks to a variety of different web interfaces (“views” in Ruby on Rails parlance). Fortunately, click testing is available in Rails (see Thomas et. al. 2009), and we already have some experience using it for applications in industry.
As part of our outreach, we need to share data with other linguistic researchers. In order for other researchers to use our data, we offer data extraction tools starting with the ability to view the output of a query in spreadsheet format and continuing to the ability to send queries via a URL. 

For us to use other researchers’ data, we envision three mechanisms: First, we will deploy a set of extract-translate-load (ETL) tools for textual and instrumental data. For example, the UCLA Phonological Segment Inventory Database (UPSID) and WALS (World Atlas of Language Structures) systems both have rich data. Converting it to a form so it can be queried using our framework requires special purpose parsing, because each source database stores will tend to store its data in a different format. Fortunately, some automatic parser generators have recently made this job easier. The PADS project led by Kathleen Fisher of AT&T Labs Research (www.padsproj.org) is a particularly promising tool for this task (see Fisher et al. 2005 and Zhu et al. 2009). 
Second, it will be possible to fetch data directly from other systems via a web interface, thus creating a mash-up. Because the data would not be in our data model’s languages and examples tables, certain analytical functionality would not be supported, but this method would support a form of “one-stop shopping” for common denominator queries of the form “find all the information you can about language L”.  As a preliminary proof of principle of this approach, we provide on our Linguistic Explorer web page the ability to find information about a language from our syntax (SSWL) and phonology (PHWL) prototypes as well as from the UCLA UPSID and WALS (World Atlas of Language Structures). Chris: we should add figures for this showing linguistic cxplorer site and result of query
Lastly, we will attempt to establish a common core schema with other database owners in order to allow queries across a confederation of databases (in addition to the sister databases built directly on Linguistic Explorer software). Given our experiences in industry, we suspect that such a common core schema will apply only to new databases as it is difficult to rewrite a schema once an application is written. 
In addition to these technical challenges, the social challenge will be to create the proper incentives for research groups to share data. We have found that the attribution of the source of data leads people to share their data more freely. Attribution currently denotes a person, but it can easily be extended to denote a team or a database.  Funding agencies may also encourage such sharing, as is the case in biology, where data must be made available within weeks of production. 

As the data size and user community increase, performance will be an issue. For example, some of our analysis algorithms take time proportional to the square of the size of the data (which we anticipate to grow to a reasonably modest 100,000 and one million rows,). Fortunately, there are simple engineering approaches to achieve scalability. First, because modifications are rare compared to queries, we can replicate the databases on several servers, sending modifications to all servers, but channeling each new search to the least busy server. This has the additional benefit (common to all M/M/1 queueing systems) of preventing one long query from delaying short transactions. Second, if the data becomes very large, it can be partitioned across different servers, so that a single user’s search can be distributed across many servers. Doing both of these is straightforward in the Ruby on Rails framework.

Sustainability

We have two strategies for sustainability. First, at the end of the grant period, we seek to produce well-factored code having an extensive set of regression tests. This should be possible because we expect that our already substantial user community will grow and thus help us identify bugs. The software will be freely available for use and improvement under an Academic Free License. This will permit the community to contribute new algorithms and visualizations and for other developers to participate in code maintenance.


Second, after the grant period is over, we expect that other linguistic research groups who wish to create new shells will need special functions. Such groups will pay for these functions, thus supporting a core of programmers either at New York University or elsewhere. This is similar to the economic model of open source compilers – they provide the compilers free (just as our shells will be free), but are paid for special features. 
Outreach and Education
Our vision is help communities organize themselves with respect to their data.  For example, linguists, sociolinguists and anthropologists interested in how social hierarchy (e.g. pronoun usage) is encoded in language could easily set up a new Linguistic Explorer “shell” with the entire packet of query and analytical tools. Their obligation would be to fill in the data. Because Linguistic Explorer will be a widely used framework, there will be a framework-wide forum for technical help. In addition, as outlined in the plan, we will accelerate this outreach through visits, lectures, and a workshop. 

Creating a new application under this framework can currently be done in 30 minutes or less in the prototype (it entails an SVN copy to create a branch and changing a few names and passwords). We will create a web front-end to facilitate this work. Software and data from each branch evolve independently from other branches though we will encourage improvements to the software (e.g. new analytical tools) to be made available to the community. 
Language education (e.g. teaching foreign languages) is an important use case for us.  We will work with teachers or groups of teachers entering grammatical, phonological and possibly sociolinguistic pragmatic information into a Linguistic Explorer shell for student enrichment. This could entail viewing examples of grammatical features, hearing sounds that are difficult or even a graduated series of lessons (e.g., where the property of a lesson/example could be level of difficulty). 

Because the branched systems share a common data model and much common code, this will encourage a sense of community and will facilitate cross-database queries within the Linguistic Explorer family of databases. As mentioned above, have constructed a prototype cross-database query framework at Need website address The prototype accesses two different Linguistic Explorer databases (one for syntax and one for phonology) as well as the UCLA UPSID (http://web.phonetik.uni-frankfurt.de/upsid.html) database and WALS.

Milestones and Timeline

The milestones for this project concern both interaction with the linguistic research community and technical development.  For this powerful query framework to take root, we must attract researchers to use, improve (through comments and code), and eventually support the framework. This has already begun (please see letters), but will be greatly aided by a workshop and short term visits (either to or from New York University).

Year 1. Linguistic Community Outreach:  Deploy new databases for phonology and clitics. Work with other interested linguists to understand their data analysis and modeling needs. Give talks at conferences and universities to gather feedback and criticism of the prototype system. Our goal is to gain the involvement of hundreds of linguists. We think this is feasible because linguists are primarily interested in gathering data and analyzing it, rather than building software.

Technical: Incorporate Ruby on Rails regression testing using the Agile Development model [Ruby et al. 2009]. Design the system for high performance scalability using parallelism and partitioning. Start design and implementation of some of the analytical tools suggested. Establish a community forum for suggestions and mutual help  using Google Groups. 

Year 2. Linguistic Community Outreach: Deploy the Dutch verb cluster and X-Ray micro-beam databases. Workshop involving linguists who currently curate data sets, theoretical linguists who want to analyze data, and educators who use linguistic data in their teaching. The goal will be to see how the Linguistic Explorer framework can best exchange data with other databases (e.g. make the interface that each database offers to the other as rich as possible, extract/transform/load tools, etc.), understand the analytical functions needed by users of the data, and develop a design for an educational application in coordination with English as a Second Language or foreign language teachers. 

Technical: Implement the scalability designs (replicate and partition data), develop new analytics as requested by the community, and implement extract/transform/load tools as suggested by the workshop and by collaborating research groups.

Year 3. Linguistic Community Outreach:  Continue invitations to linguists for short term stays in order to incorporate their data into the Linguistic Explorer framework. With the community more or less established, we will host a virtual web-conference. Do ease-of-deployment testing with willing linguists on their data. 

Technical: Prepare the system for sustainable open sourcing (improve the documentation and refactor as necessary). At this point, linguists from many countries should be able to use our framework for their data with minimal assistance from us, either by setting up a new framework shell or by participating in an existing community. Ensure that the universal common denominator tools that can query across databases are as rich in functionality as possible. Deploy at least one educational application.

Summary

Linguistic data is a deep window into human thought and culture. Currently, linguistic data is often lost, stored only in article form, or as a list of online files. Using a simple schema, Linguistic Explorer offers a database-backed web application framework to enable linguists to easily store their data and to enable linguists, students, and the interested public to explore relationships among languages across the planet. The framework supports a powerful but intuitive query facility and extends easily to multiple linguistic applications, in different sub-disciplines of linguistics and in the educational domain. On a practical level, Linguistic Explorer will allow people interested in language to compare one language to another based on certain features, group languages together, and find relationships among features. On a theoretical level, Linguistic Explorer permits linguists to develop theories based on thousands of languages and dialects, thus permitting new insights into both the diversity and universality of language.
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Figure 1 SSWL Home Page
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Figure 2 Bellinzonese Search Query
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Figure 3 Bellinzonese Search Results
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Figure 4 Mapping Search Results
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Figure 5 Similarity Tree
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Figure 6 Differences between Ewe and French

References Cited
Cinque, Guglielmo. 2005. Deriving Greenberg’s Universal 20 and its Exceptions. 

Linguistic Inquiry 36, pgs. 315-332.
Crystal, David. 2000. Language Death. Cambridge University Press, Cambridge.
Fisher, K. and R. Gruber. 2005. PADS: A domain specific language for processing ad 
hoc data. PLDI, pgs. 295–304. 
Zhu, Kenny Q, Daniel S. Dantas, Kathleen Fisher, Limin Jia, Yitzhak Mandelbaum, 

Vivek Pai, David Walker. 2009. Language support for processing distributed ad hoc data. In PPDP '09: Proceedings of the 11th ACM SIGPLAN conference on Principles and practice of declarative programming,  ACM,  pp 243—254.
Greenberg, Joseph H. 1966. Some Universals of Grammar with Particular Reference to 



the Order of  Meaningful Elements. In Joseph H. Greenberg (ed.), Universals of 


Language, pp. 73-113. MIT Press, Cambridge, MA.

Haspelmath, Martin, Matthew S. Dryer, David Gil, and Bernard Comrie. 2005. The 



World Atlas of  Language Structures. Oxford University Press, Oxford. 
Katari, Mapreet S., Steve D. Nowicki, Felipe F. Aceituno, Damion Nero, Jonathan 
Kelfer, Lee Parnell Thompson, Juan M. Cabello, Rebecca S. Davidson, Arthur P.


Goldberg, Dennis E. Shasha, Gloria M. Coruzzi, and Rodrigo A. Gutierrez. 2009. VirtualPlant: a software platform to support system biology research. Plant Physiology, pg. 109.

Ruby, Sam, Dave Thomas and David Heinemeier Hansson. 2009. Agile Web 
Development with Rails, 3rd Edition.
Westbury, J. R. 1994. X-ray microbeam speech production database user’s handbook, 
version 1.0. Waisman Center on Mental Retardation and Human Development, University of Wisconsin, Madison, WI. 
[http://www.medsch.wisc.edu/~milenkvc/pdf/ubdbman.pdf]
PAGE  
1

