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Summarization



Summly

He Has Millions and a New Job at Yahoo. Soon, He’ll Be 18. 



‘Genres’ of Summary?
! Indicative vs. informative 

...used for quick categorization vs. content processing. 

! Extract vs. abstract 
...lists fragments of text vs. re-phrases content coherently. 

! Generic vs. query-oriented 
...provides author’s view vs. reflects user’s interest. 

! Background vs. just-the-news 
...assumes reader’s prior knowledge is poor vs. up-to-date.  

! Single-document vs. multi-document source 
...based on one text vs. fuses together many texts. 



Sentence Extraction



First X Sentences Baseline Works Well

https://en.wikipedia.org/wiki/Cyrus_the_Great

https://en.wikipedia.org/wiki/Cyrus_the_Great


However, Doesn’t Always Work

https://www.nytimes.com/2017/12/01/
business/china-rural-economy.html

https://www.nytimes.com/2017/12/01/business/china-rural-economy.html


However, Doesn’t Always Work
Analysis of New York Times summarization dataset

Article on Speak-Up, program begun by Westchester County Office for the Aging to bring together elderly and college students.

National Center for Education Statistics reports students in 4th, 8th and 12th grades scored modestly higher on American history test than five 
years earlier. Says more than half of high school seniors still show poor command of basic facts. Only 4th graders made any progress in civics 
test. New exam results are another ingredient in debate over renewing Pres Bush’s signature No Child Left Behind Act.

Filtered article: 

NYT50 article:

Summary: 

Summary: 

Federal officials reported yesterday that students in 4th, 8th and 12th grades had scored modestly higher on an American history test 
than five years earlier, although more than half of high school seniors still showed poor command of basic facts like the effect of the 
cotton gin on the slave economy or the causes of the Korean War. Federal officials said they considered the results encouraging because at each 
level tested, student performance had improved since the last time the exam was administered, in 2001. “In U.S. history there were higher scores 
in 2006 for all three grades,” said Mark Schneider, commissioner of the National Center for Education Statistics, which administers the test, at a 
Boston news conference that the Education Department carried by Webcast. The results were less encouraging on a national civics test, on 
which only fourth graders made any progress. The best results in the history test were also in fourth grade, where 70 percent of students 
attained the basic level of achievement or better. The test results in the two subjects are likely to be closely studied, because Congress is 
considering the renewal of President Bush's signature education law, the No Child Left Behind Act. A number of studies have shown that 
because No Child Left Behind requires states…

Long before President Bush's proposal to rethink Social Security became part of the national conversation, Westchester County came up with 
its own dialogue to bring issues of aging to the forefront. Before the White House Conference on Aging scheduled in October, the county's 
Office for the Aging a year ago started Speak-Up, which stands for Student Participants Embrace Aging Issues of Key Concern, to reach 
students in the county's 13 colleges and universities. Through a variety of events to bring together the elderly and college students, 
organizers said they hoped to have by this spring a series of recommendations that could be given to Washington…

Figure 4: Examples of an article kept in the NYT50 dataset (top) and an article removed because the summary is too short.
The top summary has a rich structure to it, corresponding to various parts of the document (bolded) and including some text
that is essentially a direct extraction.
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Figure 5: Counts on a 1000-document sample of how fre-
quently both a document prefix baseline and a ROUGE ora-
cle summary contain sentences at various indices in the docu-
ment. There is a long tail of useful sentences later in the doc-
ument, as seen by the fact that the oracle sentence counts drop
off relatively slowly. Smart selection of content therefore has
room to improve over taking a prefix of the document.

we use the first-order projective parsing model of
McDonald et al. (2005) and features from Soricut
and Marcu (2003), Hernault et al. (2010), and Joty
et al. (2013). When using the same head anno-
tation scheme as Yoshida et al. (2014), we out-
perform their discourse dependency parser on un-
labeled dependency accuracy, getting 56% as op-
posed to 53%.

4.2 New York Times Corpus

We now provide some details about the New York
Times Annotated corpus. This dataset contains

110,540 articles with abstractive summaries; we
split these into 100,834 training and 9706 test ex-
amples, based on date of publication (test is all
articles published on January 1, 2007 or later).
Examples of two documents from this dataset
are shown in Figure 4. The bottom example
demonstrates that some summaries are extremely
short and formulaic (especially those for obituar-
ies and editorials). To counter this, we filter the
raw dataset by removing all documents with sum-
maries that are shorter than 50 words. One benefit
of filtering is that the length distribution of our re-
sulting dataset is more in line with standard sum-
marization evaluations like DUC; it also ensures a
sufficient number of tokens in the budget to pro-
duce nontrivial summaries. The filtered test set,
which we call NYT50, includes 3,452 test exam-
ples out of the original 9,706.

Interestingly, this dataset is one where the clas-
sic document prefix baseline can be substantially
outperformed, unlike in some other summariza-
tion settings (Penn and Zhu, 2008). We show this
fact explicitly in Section 4.3, but Figure 5 provides
additional analysis in this regard. We compute or-
acle ROUGE-1 sentence-extractive summaries on
a 1000-document subset of the training set and
look at where the extracted sentences lie in the
document. While they certainly skew earlier in
the document, they do not all fall within the doc-

Durrett et al. 2016



Multi-Document Case

https://www.britannica.com/biography/Cyrus-the-Great

http://www.iranchamber.com/history/cyrus/cyrus.php

http://www.livius.org/articles/person/cyrus-the-great/

Given many documents about Cyrus the Great,  produce a summary.

https://www.britannica.com/biography/Cyrus-the-Great


Evaluation
! As with all generation tasks, real evaluation 

requires a human annotator.  

! But need an automatic metric for development 
! One typical choice is ROUGE [Lin, 2004]



ROUGE-1 [Lin, 2004]

! Unigram overlap between generated text and 
reference.

Cyrus the Great defeated the Greek empire 

Cyrus the Great founded the Persian empire. 

Recall = 5 / 7



ROUGE vs BLEU
! ROUGE-1 is a recall focused metric, 

! where the length of the generated text is constrained 
(typically to the length of the gold summary) 

! BLEU is a precision focused metric 
! where there is a brevity penalty to encourage the input to 

be longer  

! Why isn’t ROUGE widely used in machine translation?



ROUGE-N and Rouge-L [Lin, 2004]

! ROUGE-N - Measure N-gram recall (as opposed to 
just unigrams) 

! ROUGE-L -ROUGE based on LCS (longest 
common subsequence statistics), does not require 
specifying a predetermined n-gram length 



Rouge-L [Lin, 2004]

Cyrus the Great defeated the Greek empire 

Cyrus the Great founded the Persian empire. 
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Shortcomings of ROUGE
! ROUGE contains practically no measure of 

coherence.

According to Herodotus, Cyrus died fighting the Massagetae and his son 
Cambyses assumed the throne.  Cyrus the Great founded the Persian empire and 
under his rule it became the largest empire the world had seen.

Cyrus the Great founded the Persian empire and under his rule it became the 
largest empire the world had seen. According to Herodotus, Cyrus died fighting the 
Massagetae and his son Cambyses assumed the throne.  



Shortcomings of ROUGE
! ROUGE contains practically no measure of 

coherence.

According to Herodotus, Cyrus died fighting the Massagetae and his son 
Cambyses assumed the throne.  Cyrus the Great founded the Persian empire and 
under his rule it became the largest empire the world had seen.

Cyrus the Great founded the Persian empire and under his rule it became the 
largest empire the world had seen. According to Herodotus, Cyrus died fighting the 
Massagetae and his son Cambyses assumed the throne.  

more coherent but ROUGE 
score probably won’t change



Shortcomings of ROUGE
! ROUGE doesn’t really capture precision of facts.

According to Cambyses, Cyrus died fighting the Greeks and his son Herodotus assumed 
the throne.

According to Herodotus, Cyrus died fighting the Massagetae and his son Cambyses 
assumed the throne. 

ROUGE-1 will be unaffected, ROUGE-2 will only penalize a few bigrams.



Challenges in Summarization
! Summarization is an incredibly challenging problem in 

NLP.  

! First X sentences baseline gets most of the easy cases. 

! Evaluation can be more subjective than other tasks. 

! Automatic metrics (e.g. ROUGE) are not that great.



Summarization as Sentence Selection

! One way to approach sentence summarization is simply 
to pick a subset of the sentences.  

! Generally involves trading off between two criteria 
(subject to a length constraint): 
! Relevance (Selected sentences should be important) 
! Diversity (Selected sentences should be different 

from each other)



Maximum Marginal Relevance  
[Carbonell and Goldstein 1998]

! Greedily pick sentences based on the following MMR 
objective:

relevance

D = document 
si = sentence in D 
A = generated summary

diversity
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Graph-Based Approach: TextRank 
[Mihalcea and Tarau, 2005]

! Construct a graph where vertices are sentences and edges 
are similarities 

! Compute a score for each vertex using PageRank [Brin and 
Page, 1998] 

! Take top vertices (sentences) as summary.
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Graph-Based Approach: TextRank 
[Mihalcea and Tarau, 2005]

occurring words.
Overall, our TextRank system leads to an F-

measure higher than any of the previously proposed
systems. Notice that TextRank is completely unsu-
pervised, and unlike other supervised systems, it re-
lies exclusively on information drawn from the text
itself, which makes it easily portable to other text col-
lections, domains, and languages.

4 Sentence Extraction
The other TextRank application that we investigate
consists of sentence extraction for automatic sum-
marization. In a way, the problem of sentence extrac-
tion can be regarded as similar to keyword extraction,
since both applications aim at identifying sequences
that are more “representative” for the given text. In
keyword extraction, the candidate text units consist
of words or phrases, whereas in sentence extraction,
we deal with entire sentences. TextRank turns out to
be well suited for this type of applications, since it
allows for a ranking over text units that is recursively
computed based on information drawn from the en-
tire text.

4.1 TextRank for Sentence Extraction
To apply TextRank, we first need to build a graph as-
sociated with the text, where the graph vertices are
representative for the units to be ranked. For the task
of sentence extraction, the goal is to rank entire sen-
tences, and therefore a vertex is added to the graph
for each sentence in the text.
The co-occurrence relation used for keyword ex-

traction cannot be applied here, since the text units in
consideration are significantly larger than one or few
words, and “co-occurrence” is not a meaningful rela-
tion for such large contexts. Instead, we are defining
a different relation, which determines a connection
between two sentences if there is a “similarity” re-
lation between them, where “similarity” is measured
as a function of their content overlap. Such a rela-
tion between two sentences can be seen as a process
of “recommendation”: a sentence that addresses cer-
tain concepts in a text, gives the reader a “recom-
mendation” to refer to other sentences in the text that
address the same concepts, and therefore a link can
be drawn between any two such sentences that share
common content.
The overlap of two sentences can be determined

simply as the number of common tokens between
the lexical representations of the two sentences, or
it can be run through syntactic filters, which only
count words of a certain syntactic category, e.g. all
open class words, nouns and verbs, etc. Moreover,
to avoid promoting long sentences, we are using a
normalization factor, and divide the content overlap

10: The storm was approaching from the southeast with sustained winds of 75 mph gusting
      to 92 mph.
11: "There is no need for alarm," Civil Defense Director Eugenio Cabral said in a television 
      alert shortly after midnight Saturday.
12: Cabral said residents of the province of Barahona should closely follow Gilbert’s movement.
13: An estimated 100,000 people live in the province, including 70,000 in the city of Barahona,
      about 125 miles west of Santo Domingo.
14. Tropical storm Gilbert formed in the eastern Carribean and strenghtened into a hurricaine
      Saturday night.
15: The National Hurricaine Center in Miami reported its position at 2 a.m. Sunday at latitude
      16.1 north, longitude 67.5 west, about 140 miles south of Ponce, Puerto Rico, and 200 miles
      southeast of Santo Domingo.
16: The National Weather Service in San Juan, Puerto Rico, said Gilbert was moving westard
      at 15 mph with a "broad area of cloudiness and heavy weather" rotating around the center 
      of the storm.
17. The weather service issued a flash flood watch for Puerto Rico and the Virgin Islands until
       at least 6 p.m. Sunday.
18: Strong winds associated with the Gilbert brought coastal flooding, strong southeast winds,
      and up to 12 feet to Puerto Rico’s south coast.
19: There were no reports on casualties.
20: San Juan, on the north coast, had heavy rains and gusts Saturday, but they subsided during 
      the night.
21: On Saturday, Hurricane Florence was downgraded to a tropical storm, and its remnants 
      pushed inland from the U.S. Gulf Coast. 
22: Residents returned home, happy to find little damage from 90 mph winds and sheets of rain.
23: Florence, the sixth named storm of the 1988 Atlantic storm season, was the second hurricane.
24: The first, Debby, reached minimal hurricane strength briefly before hitting the Mexican coast
      last month.

8: Santo Domingo, Dominican Republic (AP)
9: Hurricaine Gilbert Swept towrd the Dominican Republic Sunday, and the Civil Defense

    alerted its heavily populated south coast to prepare for high winds, heavy rains, and high seas.

4: BC−Hurricaine Gilbert, 0348
3: BC−HurricaineGilbert, 09−11 339

5: Hurricaine Gilbert heads toward Dominican Coast
6: By Ruddy Gonzalez
7: Associated Press Writer
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Hurricane Gilbert swept toward the Dominican Republic Sunday, and the Civil  De−
fense alerted its heavily populated south coast to prepare for high winds, heavy rains
and high seas. The National Hurricane Center in Miami reported its position at 2 a.m.
Sunday at latitude 16.1 north, longitude 67.5 west, about 140 miles south of Ponce, 
Puerto Rico, and 200 miles southeast of Santo Domingo. The National Weather Service 
in San Juan, Puerto Rico, said Gilbert was moving westward at 15 mph with a "broad
area of cloudiness and heavy weather" rotating around the center of the storm. Strong
winds associated with Gilbert brought coastal flooding, strong southeast winds and up
to 12 feet to Puerto Rico’s south coast.

TextRank extractive summary

Hurricane Gilbert is moving toward the Dominican Republic, where the residents of
the south coast, especially the Barahona Province, have been alerted to prepare for

Carribean and became a hurricane on Saturday night. By 2 a.m. Sunday it was about
200 miles southeast of Santo Domingo and moving westward at 15 mph with winds
of 75 mph. Flooding is expected in Puerto Rico and in the Virgin Islands. The second
hurricane of the season, Florence, is now over the southern United States and down−
graded to a tropical storm.

Tropical storm Gilbert in the eastern Carribean strenghtened into a hurricane Saturday
night. The National Hurricane Center in Miami reported its position at 2 a.m. Sunday to
be about 140 miles south of Puerto Rico and 200 miles southeast of Santo Domingo. It
is moving westward at 15 mph with a broad area of cloudiness and heavy weather with
sustained winds of 75 mph gusting to 92 mph. The Dominican Republic’s Civil Defense

in San Juan, Puerto Rico issued a flood watch for Puerto Rico and the Virgin Islands until
at least 6 p.m. Sunday.

alerted that country’s heavily populated south coast and the National Weather Service 

heavy rains, and high wind and seas. Tropical storm Gilbert formed in the eastern

Manual abstract I

Manual abstract II

Figure 3: Sample graph build for sentence extraction
from a newspaper article. Manually assigned sum-
maries and TextRank extractive summary are also
shown.

occurring words.
Overall, our TextRank system leads to an F-

measure higher than any of the previously proposed
systems. Notice that TextRank is completely unsu-
pervised, and unlike other supervised systems, it re-
lies exclusively on information drawn from the text
itself, which makes it easily portable to other text col-
lections, domains, and languages.

4 Sentence Extraction
The other TextRank application that we investigate
consists of sentence extraction for automatic sum-
marization. In a way, the problem of sentence extrac-
tion can be regarded as similar to keyword extraction,
since both applications aim at identifying sequences
that are more “representative” for the given text. In
keyword extraction, the candidate text units consist
of words or phrases, whereas in sentence extraction,
we deal with entire sentences. TextRank turns out to
be well suited for this type of applications, since it
allows for a ranking over text units that is recursively
computed based on information drawn from the en-
tire text.

4.1 TextRank for Sentence Extraction
To apply TextRank, we first need to build a graph as-
sociated with the text, where the graph vertices are
representative for the units to be ranked. For the task
of sentence extraction, the goal is to rank entire sen-
tences, and therefore a vertex is added to the graph
for each sentence in the text.
The co-occurrence relation used for keyword ex-

traction cannot be applied here, since the text units in
consideration are significantly larger than one or few
words, and “co-occurrence” is not a meaningful rela-
tion for such large contexts. Instead, we are defining
a different relation, which determines a connection
between two sentences if there is a “similarity” re-
lation between them, where “similarity” is measured
as a function of their content overlap. Such a rela-
tion between two sentences can be seen as a process
of “recommendation”: a sentence that addresses cer-
tain concepts in a text, gives the reader a “recom-
mendation” to refer to other sentences in the text that
address the same concepts, and therefore a link can
be drawn between any two such sentences that share
common content.
The overlap of two sentences can be determined

simply as the number of common tokens between
the lexical representations of the two sentences, or
it can be run through syntactic filters, which only
count words of a certain syntactic category, e.g. all
open class words, nouns and verbs, etc. Moreover,
to avoid promoting long sentences, we are using a
normalization factor, and divide the content overlap

10: The storm was approaching from the southeast with sustained winds of 75 mph gusting
      to 92 mph.
11: "There is no need for alarm," Civil Defense Director Eugenio Cabral said in a television 
      alert shortly after midnight Saturday.
12: Cabral said residents of the province of Barahona should closely follow Gilbert’s movement.
13: An estimated 100,000 people live in the province, including 70,000 in the city of Barahona,
      about 125 miles west of Santo Domingo.
14. Tropical storm Gilbert formed in the eastern Carribean and strenghtened into a hurricaine
      Saturday night.
15: The National Hurricaine Center in Miami reported its position at 2 a.m. Sunday at latitude
      16.1 north, longitude 67.5 west, about 140 miles south of Ponce, Puerto Rico, and 200 miles
      southeast of Santo Domingo.
16: The National Weather Service in San Juan, Puerto Rico, said Gilbert was moving westard
      at 15 mph with a "broad area of cloudiness and heavy weather" rotating around the center 
      of the storm.
17. The weather service issued a flash flood watch for Puerto Rico and the Virgin Islands until
       at least 6 p.m. Sunday.
18: Strong winds associated with the Gilbert brought coastal flooding, strong southeast winds,
      and up to 12 feet to Puerto Rico’s south coast.
19: There were no reports on casualties.
20: San Juan, on the north coast, had heavy rains and gusts Saturday, but they subsided during 
      the night.
21: On Saturday, Hurricane Florence was downgraded to a tropical storm, and its remnants 
      pushed inland from the U.S. Gulf Coast. 
22: Residents returned home, happy to find little damage from 90 mph winds and sheets of rain.
23: Florence, the sixth named storm of the 1988 Atlantic storm season, was the second hurricane.
24: The first, Debby, reached minimal hurricane strength briefly before hitting the Mexican coast
      last month.

8: Santo Domingo, Dominican Republic (AP)
9: Hurricaine Gilbert Swept towrd the Dominican Republic Sunday, and the Civil Defense

    alerted its heavily populated south coast to prepare for high winds, heavy rains, and high seas.

4: BC−Hurricaine Gilbert, 0348
3: BC−HurricaineGilbert, 09−11 339

5: Hurricaine Gilbert heads toward Dominican Coast
6: By Ruddy Gonzalez
7: Associated Press Writer
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Hurricane Gilbert swept toward the Dominican Republic Sunday, and the Civil  De−
fense alerted its heavily populated south coast to prepare for high winds, heavy rains
and high seas. The National Hurricane Center in Miami reported its position at 2 a.m.
Sunday at latitude 16.1 north, longitude 67.5 west, about 140 miles south of Ponce, 
Puerto Rico, and 200 miles southeast of Santo Domingo. The National Weather Service 
in San Juan, Puerto Rico, said Gilbert was moving westward at 15 mph with a "broad
area of cloudiness and heavy weather" rotating around the center of the storm. Strong
winds associated with Gilbert brought coastal flooding, strong southeast winds and up
to 12 feet to Puerto Rico’s south coast.

TextRank extractive summary

Hurricane Gilbert is moving toward the Dominican Republic, where the residents of
the south coast, especially the Barahona Province, have been alerted to prepare for

Carribean and became a hurricane on Saturday night. By 2 a.m. Sunday it was about
200 miles southeast of Santo Domingo and moving westward at 15 mph with winds
of 75 mph. Flooding is expected in Puerto Rico and in the Virgin Islands. The second
hurricane of the season, Florence, is now over the southern United States and down−
graded to a tropical storm.

Tropical storm Gilbert in the eastern Carribean strenghtened into a hurricane Saturday
night. The National Hurricane Center in Miami reported its position at 2 a.m. Sunday to
be about 140 miles south of Puerto Rico and 200 miles southeast of Santo Domingo. It
is moving westward at 15 mph with a broad area of cloudiness and heavy weather with
sustained winds of 75 mph gusting to 92 mph. The Dominican Republic’s Civil Defense

in San Juan, Puerto Rico issued a flood watch for Puerto Rico and the Virgin Islands until
at least 6 p.m. Sunday.

alerted that country’s heavily populated south coast and the National Weather Service 

heavy rains, and high wind and seas. Tropical storm Gilbert formed in the eastern

Manual abstract I

Manual abstract II

Figure 3: Sample graph build for sentence extraction
from a newspaper article. Manually assigned sum-
maries and TextRank extractive summary are also
shown.

occurring words.
Overall, our TextRank system leads to an F-

measure higher than any of the previously proposed
systems. Notice that TextRank is completely unsu-
pervised, and unlike other supervised systems, it re-
lies exclusively on information drawn from the text
itself, which makes it easily portable to other text col-
lections, domains, and languages.

4 Sentence Extraction
The other TextRank application that we investigate
consists of sentence extraction for automatic sum-
marization. In a way, the problem of sentence extrac-
tion can be regarded as similar to keyword extraction,
since both applications aim at identifying sequences
that are more “representative” for the given text. In
keyword extraction, the candidate text units consist
of words or phrases, whereas in sentence extraction,
we deal with entire sentences. TextRank turns out to
be well suited for this type of applications, since it
allows for a ranking over text units that is recursively
computed based on information drawn from the en-
tire text.

4.1 TextRank for Sentence Extraction
To apply TextRank, we first need to build a graph as-
sociated with the text, where the graph vertices are
representative for the units to be ranked. For the task
of sentence extraction, the goal is to rank entire sen-
tences, and therefore a vertex is added to the graph
for each sentence in the text.
The co-occurrence relation used for keyword ex-

traction cannot be applied here, since the text units in
consideration are significantly larger than one or few
words, and “co-occurrence” is not a meaningful rela-
tion for such large contexts. Instead, we are defining
a different relation, which determines a connection
between two sentences if there is a “similarity” re-
lation between them, where “similarity” is measured
as a function of their content overlap. Such a rela-
tion between two sentences can be seen as a process
of “recommendation”: a sentence that addresses cer-
tain concepts in a text, gives the reader a “recom-
mendation” to refer to other sentences in the text that
address the same concepts, and therefore a link can
be drawn between any two such sentences that share
common content.
The overlap of two sentences can be determined

simply as the number of common tokens between
the lexical representations of the two sentences, or
it can be run through syntactic filters, which only
count words of a certain syntactic category, e.g. all
open class words, nouns and verbs, etc. Moreover,
to avoid promoting long sentences, we are using a
normalization factor, and divide the content overlap

10: The storm was approaching from the southeast with sustained winds of 75 mph gusting
      to 92 mph.
11: "There is no need for alarm," Civil Defense Director Eugenio Cabral said in a television 
      alert shortly after midnight Saturday.
12: Cabral said residents of the province of Barahona should closely follow Gilbert’s movement.
13: An estimated 100,000 people live in the province, including 70,000 in the city of Barahona,
      about 125 miles west of Santo Domingo.
14. Tropical storm Gilbert formed in the eastern Carribean and strenghtened into a hurricaine
      Saturday night.
15: The National Hurricaine Center in Miami reported its position at 2 a.m. Sunday at latitude
      16.1 north, longitude 67.5 west, about 140 miles south of Ponce, Puerto Rico, and 200 miles
      southeast of Santo Domingo.
16: The National Weather Service in San Juan, Puerto Rico, said Gilbert was moving westard
      at 15 mph with a "broad area of cloudiness and heavy weather" rotating around the center 
      of the storm.
17. The weather service issued a flash flood watch for Puerto Rico and the Virgin Islands until
       at least 6 p.m. Sunday.
18: Strong winds associated with the Gilbert brought coastal flooding, strong southeast winds,
      and up to 12 feet to Puerto Rico’s south coast.
19: There were no reports on casualties.
20: San Juan, on the north coast, had heavy rains and gusts Saturday, but they subsided during 
      the night.
21: On Saturday, Hurricane Florence was downgraded to a tropical storm, and its remnants 
      pushed inland from the U.S. Gulf Coast. 
22: Residents returned home, happy to find little damage from 90 mph winds and sheets of rain.
23: Florence, the sixth named storm of the 1988 Atlantic storm season, was the second hurricane.
24: The first, Debby, reached minimal hurricane strength briefly before hitting the Mexican coast
      last month.

8: Santo Domingo, Dominican Republic (AP)
9: Hurricaine Gilbert Swept towrd the Dominican Republic Sunday, and the Civil Defense

    alerted its heavily populated south coast to prepare for high winds, heavy rains, and high seas.

4: BC−Hurricaine Gilbert, 0348
3: BC−HurricaineGilbert, 09−11 339

5: Hurricaine Gilbert heads toward Dominican Coast
6: By Ruddy Gonzalez
7: Associated Press Writer

22
23

0.15

0.30

0.59

0.15

0.14

0.27

0.15
0.16

0.29

0.15

0.35

0.55

0.19

0.15

[1.83]

[1.20]

[0.99]

[0.56]

[0.70]

[0.15]

[0.15]

[0.93]
[0.76]

[1.09][1.36]

[1.65]

[0.70]

[1.58]

[0.80]

[0.15]

[0.84]

[1.02]

[0.70]

24 [0.71][0.50]

21

20

19

18

17

16
15 14 13

12

11

10

9

8

7

6

54

Hurricane Gilbert swept toward the Dominican Republic Sunday, and the Civil  De−
fense alerted its heavily populated south coast to prepare for high winds, heavy rains
and high seas. The National Hurricane Center in Miami reported its position at 2 a.m.
Sunday at latitude 16.1 north, longitude 67.5 west, about 140 miles south of Ponce, 
Puerto Rico, and 200 miles southeast of Santo Domingo. The National Weather Service 
in San Juan, Puerto Rico, said Gilbert was moving westward at 15 mph with a "broad
area of cloudiness and heavy weather" rotating around the center of the storm. Strong
winds associated with Gilbert brought coastal flooding, strong southeast winds and up
to 12 feet to Puerto Rico’s south coast.

TextRank extractive summary

Hurricane Gilbert is moving toward the Dominican Republic, where the residents of
the south coast, especially the Barahona Province, have been alerted to prepare for

Carribean and became a hurricane on Saturday night. By 2 a.m. Sunday it was about
200 miles southeast of Santo Domingo and moving westward at 15 mph with winds
of 75 mph. Flooding is expected in Puerto Rico and in the Virgin Islands. The second
hurricane of the season, Florence, is now over the southern United States and down−
graded to a tropical storm.

Tropical storm Gilbert in the eastern Carribean strenghtened into a hurricane Saturday
night. The National Hurricane Center in Miami reported its position at 2 a.m. Sunday to
be about 140 miles south of Puerto Rico and 200 miles southeast of Santo Domingo. It
is moving westward at 15 mph with a broad area of cloudiness and heavy weather with
sustained winds of 75 mph gusting to 92 mph. The Dominican Republic’s Civil Defense

in San Juan, Puerto Rico issued a flood watch for Puerto Rico and the Virgin Islands until
at least 6 p.m. Sunday.

alerted that country’s heavily populated south coast and the National Weather Service 

heavy rains, and high wind and seas. Tropical storm Gilbert formed in the eastern

Manual abstract I

Manual abstract II

Figure 3: Sample graph build for sentence extraction
from a newspaper article. Manually assigned sum-
maries and TextRank extractive summary are also
shown.



Using Word Frequency Only 
SumBasic [Nenkova and Vanderwende, 2005]

! How far can we get with word frequency alone? 
! Motivation:workshop at ACL 20054. We also discuss how di-

rectly modeling frequency in summary creation fur-
ther eliminates the need for a separate duplication
removal component, which we discuss in section 5.
We conclude with a discussion of findings and future
work.

2 Frequency and human summarization
behavior

One of the issues studied ever since the inception
of automatic summarization in the 60s was that of
human agreement (Rath et al., 1961): different peo-
ple can choose different content for their summaries
(Halteren and Teufel, 2003; Radev et al., 2003;
Nenkova and Passonneau, 2004). More recently,
others have studied the degree of overlap between
input documents and human summaries (Copeck
and Szpakowicz, 2004; Banko and Vanderwende,
2004). In this section, we focus on frequency, inves-
tigating the association between content that appears
frequently in the input, and the likelihood that it will
be selected by a human summarizer for inclusion in
a summary. This question is especially important for
the multi-document summarization task, where the
input consists of several articles on the same topic
and usually contains a considerable amount of rep-
etition of the same facts across documents. We first
discuss the impact of frequency in the input at the
word level, and then look at frequency at a semantic
level, using semantic content units.

2.1 Word frequency
In order to study how frequency influences human
summarization choices, we used the 30 input sets for
the multi-document summarization task from DUC
2003. For each set, NIST provided four human-
written summaries and the submissions of all partic-
ipating automatic summarizers. Table 1 shows the
percentage of top frequency content words (a stop
list was used to exclude pronouns, function words
etc from consideration) from the input documents
that also appear in the human models. In order to
compare how many of these matches are achieved
by a good automatic summarizer, we picked one of
the top performing summarizers and computed how
many of the top frequency words from the input doc-

4http://www.isi.edu/˜cyl/MTSE2005/
MLSummEval.html

uments appeared in its automatic summaries, which
is also shown in table 1.

Top 5 Top 8 Top 12
human 94.66% 91.25% 85.25%
machine 84.00% 77.87% 66.08%

Table 1: Percentage of the top n frequency words
from the input documents that appear in the four hu-
man models and in a state-of-the-art automatic sum-
marizer (average across 30 input sets)

These figures suggest two things—1) the high
frequency words from the input are very likely to
appear in the human models, confirming that fre-
quency is one of the factors that impacts a human’s
decision to include specific content in a summary,
and 2) the automatic summarizer we examined in-
cludes fewer of these high frequency words and the
overlap with the human models can be improved
if the inclusion of these words is targeted. Trying
to maximize the number of matches with the hu-
man model is reasonable, since on average across
the 30 sets, the machine summary contained 30 con-
tent words that did not match any word in a human
model.5

2.2 Word frequency and human agreement
In the previous section we observed that the high
frequency words in the input will tend to appear in
some human model. But will they be words that the
humans will agree on, and that will appear in many
human summaries? Here, in order to qualify the fre-
quency of words, we used the probability of a word
in an input set— n

N , where n is the number of times
the word occurred in the input (its frequency) andN

is the number of all words in the input. It is obvi-
ous that the high-frequency words will be those with
high-probability in the input.
We found that in fact the words that human sum-

marizers agreed to use in their summaries include
the high frequency ones and the words that appear in
only one human summary tend to be low frequency

5Even though no rigorous study of the issue has been done, it
can be considered that the content words that do not match any
of the models describe “off-topic” events. This is consistent
with the results from the quality evaluation of machine sum-
maries in which human judges perceived more than half of the
summary content to be ”unnecessary, distracting or confusing”.
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(1) Value(wi) = PD(wi) 
(2) Value(si) = sum of its word values 
(3) Choose si with largest value that also 
contains highest scoring word 
(4) Adjust PD(w) 
(5) Repeat until length constraint
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(1) Value(wi) = PD(wi) 
(2) Value(si) = sum of its word values 
(3) Choose si with largest value that also 
contains highest scoring word 
(4) Adjust PD(w) 
(5) Repeat until length constraint
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Using Word Frequency Only 
SumBasic [Nenkova and Vanderwende, 2005]

ensures that the highest probability word is included
in the summary, thus each time a sentence is picked,
the word with the highest probability at that point in
the summary is also picked. Step 4 serves a threefold
purpose:

1. it gives the summarizer sensitivity to context.
The notion of ”what is most important to in-
clude in the summary?” changes depending on
what information has already been included
in the summary. In fact, while pold(wi) can
be considered as the probability with which
the word wi will be included in the summary,
pnew(wi) is an approximation of the probabil-
ity that the word wi will appear in the summary
twice.

2. By updating the probabilities in this intuitive
way, we also allow words with initially low
probability to have higher impact on the choice
of subsequent sentences.

3. The update of word probability gives a natural
way to deal with the redundancy in the multi-
document input. No further checks for duplica-
tion seem to be necessary.

Table 4 shows the number of the top frequency
words from the DUC’03 documents that also ap-
pear in SumBasic summaries. As expected, these
are much higher than the percentages for the non-
frequency oriented machine summarizer, but even
higher than in all four human models.

Top 5 Top 8 Top 12
human 94.66% 91.25% 85.25%
machine 84.00% 77.87% 66.08%
SumBasic 96.00% 95.00% 90.83%

Table 4: Percentage of the top n frequency words
from the input documents that appear in the four hu-
man models, a state-of-the-art machine summarizer
and SumBasic, a new machine summarizer based on
frequency.

A summary produced by SumBasic, alongside a
human summary for the same set is shown in fig-
ure 1.

SumBasic SUMMARY
Former Chilean dictator Gen. Augusto Pinochet has been
arrested by British police on a Spanish extradition warrant,
despite protests from Chile that he is entitled to diplomatic
immunity. Human rights and international law experts ex-
pressed enthusiastic support Saturday for the British arrest,
and said it could have wide implications. Both President
Eduardo Frei of Chile and President Eduardo Menem of
Argentina have resisted the Spanish legal motions, arguing
that they infringe on their nations’ sovereignty. Baltasar
Garzon, one of two Spanish magistrates handling probes
into human rights violations in Chile and Argentina, filed a
request to question Pinochet on Wednesday.

HUMAN SUMMARY
Augusto Pinochet, former Chilean dictator, was arrested in
London on 14 October 1998. Pinochet, 82, was recovering
from surgery. The arrest was in response to an extradition
warrant served by Baltasar Garzon, a maverick Spanish
judge. Pinochet was charged with murdering thousands,
including many Spaniards. Pinochet is awaiting a hearing,
his fate in the balance. Chile protested, insisting that
Pinochet had diplomatic immunity. Britain disagreed.
The reaction of the Chilean people was mixed. American
scholars applauded the arrest, saying that it set a precedent
for other terrorist dictators. Castro criticized the arrest, and
called it unprecedented international meddling.

Figure 1: Summaries produced for the same input
by SumBasic and by a human.

4 Evaluation results
To evaluate the performance of SumBasic, we use
the test data from two large common data set evalua-
tion initiatives—the multi-document summarization
task for DUC 2004 and the common test set pro-
vided in the 2005 MSE initiative.

DUC
While we used the data from the 2003 DUC con-
ference for development, the data from the DUC
2004 was used as test data, which we report on here.
We tested SumBasic on the 50 sets from the generic
summary task in 2004 DUC. For the evaluation of
this data we use the ROUGE-1 automatic metric,
which has been shown to correlate well with hu-
man judgments (Lin and Hovy, 2003; Lin, 2004) and
which was found to have one of the best correlations
with human judgment on the DUC 2004 data (Over
and Yen, 2004).
Using ROUGE-1, with stemming and stopwords

removed, SumBasic performed significantly better
than 12 of the other participating systems. Signifi-
cant differences are those where the confidence in-
tervals for the estimates of the means for the two
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Can reformulate as integer linear program: 
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In his experiments, textual sentences are chosen to be sentences. Note that 
number of variables is quadratic in the number of sentences! 
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Fig. 3. Plots average number of seconds to summarize a document collection as a function of the
number of textual units considered.

3.2 Query-focused Experiments

The query-focused setting requires summaries to be relevant to a particular query that
has been supplied by the user. For these experiments, we used the DUC 2005 data sets
[6]. This data consists of 50 document collections, each with a corresponding query. For
each collection and query, multiple manually constructed summaries of 250 words were
provided. The redundancy score of the system remained unchanged from the previous
experiment. However, for a document collection D and query Q, the relevance score
was changed to the following:

Rel(i) = SIM(ti, Q) + SIM(ti,D)

Thus, relevance is an equally weighted combination of similarity to the query and simi-
larity to the entire document collection. Results are shown in Table 1b under the column
Original. Again we see that the knapsack algorithm outperforms the greedy algorithm
and has a score comparable to the ILP system.

3.3 Scaling Experiments

For the experiments just presented, inference was always only over data sets with less
than 100 document collections, each with less than 100 documents, each document with
10 to 50 sentences. In practice, these algorithms should handle much larger data sets in
order to be applied to real world problems such as summarizing search results. To test
inference scalability, we restricted the number of textual units under consideration for a
summary to 20, 50, 100 and 500, then measured the CPU time for each algorithm. Re-
sults are shown in Figure 3. This figure plots average number of seconds to summarize
a document collection as a function of the number of textual units under consideration.

8 Ryan McDonald

(a)
Summary Length

50 100 200
Baseline 26.6 / 5.3 33.0 / 6.8 39.4 / 9.6
Greedy 26.8 / 5.1 33.5 / 6.9 40.1 / 9.5
Knapsack 27.9 / 5.9 34.8 / 7.3 41.2 / 10.0
ILP 28.1 / 5.8 34.6 / 7.2 41.5 / 10.3

(b)
Original Alternate

Baseline 34.4 / 5.4 34.4 / 5.4
Greedy 35.0 / 5.7 35.6 / 6.1
Knapsack 35.7 / 6.2 36.5 / 6.7
ILP 35.8 / 6.1 N/A

Table 1. (a) Results for generic summarization experiments using DUC 2002 data set. Each
cell contains the ROUGE-1 and 2 scores (R1 / R2). (b) Results for query-focused summariza-
tion experiments using DUC 2005 data set. Original: Using original inference formulation from
Equation 1. Alternate: Using alternate inference formulation from Section 3.4.

3.1 Generic Experiments

In this general setting, a system is given a document collection D, and length bound K,
and is asked to produce a summary that is most representative of the entire document
collection. For these experiments, we used the DUC 2002 data set [13]. This data set
contained 59 document collections, each having at least one manually created summary
for lengths 50, 100, 200. We define the score functions as follows:

Rel(i) = POS(ti, D)

�1
+ SIM(ti,D) (where ti 2 D and D 2 D)

Red(i, j) = SIM(ti, tj)

where POS(t, D) is the position of textual unit t in document D and SIM(a, b) is the
cosine similarity between two vectors. Relevance scores prefer sentences that are near
the beginning of documents and are maximally informative about the entire document
collection. Again, these score functions are general and we only use these particular
scoring criteria for simplicity and because we evaluate our approach on news stories2.

Results are shown in Table 1a. The first thing to note is that incorporating redun-
dancy information does improve scores, verifying previous work [10, 12]. Next, we see
that scores for the sub-optimal knapsack algorithm are very near scores for the exact ILP
algorithm and are even sometimes slightly better. This is due to the fact that redundancy
scores are highly influential in the ILP solution. Highly relevant, but semantically dif-
ferent, sentences will often contain identical terms (i.e., person names or places). These
sentences are then forced to compete with one another when constructing the summary,
when it may be desirable to include them both. The final point we will make is that
the greedy algorithms performance is consistently lower than the knapsack algorithm.
An analysis of the resulting summaries suggests that indeed long sentences are getting
included early, making it difficult to add relevant sentences later in the procedure.

2 Preferring sentences near the beginning of documents is a typical requirement for summarizing
news.
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! Aims to solve two problems: 
! Reduce the number of variables in the ILP so that it can 

be solved efficiently. 
! Model redundancy more globally than via pairwise 

constraints.  

! Consider following example:

(1) The cat is in the kitchen.
(2) The cat drinks the milk.
(3) The cat drinks the milk in the kitchen.

Figure 1: Example of sentences redundant as a group.
Their redundancy is only partially captured by sentence-
level pairwise measurement.

mation at a finer granularity than sentences, with
concepts, and assume that the value of a summary is
the sum of the values of the unique concepts it con-
tains. While the concepts we use in experiments are
word n-grams, we use the generic term to emphasize
that this is just one possible definition. Only credit-
ing each concept once serves as an implicit global
constraint on redundancy. We show how the result-
ing optimization problem can be mapped to an ILP
that can be solved efficiently with standard software.
We begin by comparing our model to McDonald’s

(section 2) and detail the differences between the re-
sulting ILP formulations (section 3), showing that
ours can give competitive results (section 4) and of-
fer better scalability2 (section 5). Next we demon-
strate how our ILP formulation can be extended to
include efficient parse-tree-based sentence compres-
sion (section 6). We review related work (section 7)
and conclude with a discussion of potential improve-
ments to the model (section 8).

2 Models

The model proposed by McDonald (2007) considers
information and redundancy at the sentence level.
The score of a summary is defined as the sum of
the relevance scores of the sentences it contains mi-
nus the sum of the redundancy scores of each pair of
these sentences. If s

i

is an indicator for the presence
of sentence i in the summary, Rel

i

is its relevance,
and Red

ij

is its redundancy with sentence j, then a
summary is scored according to:

X

i
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i
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i
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ij
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ij
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j

Generating a summary under this model involves
maximizing this objective function, subject to a

2Strictly speaking, exact inference for the models discussed
in this paper is NP-hard. Thus we use the term “scalable” in a
purely practical sense.

length constraint. A variety of choices for Rel
i

and
Red

ij

are possible, from simple word overlap met-
rics to the output of feature-based classifiers trained
to perform information retrieval and textual entail-
ment.
As an alternative, we consider information and re-

dundancy at a sub-sentence, “concept” level, model-
ing the value of a summary as a function of the con-
cepts it covers. While McDonald uses an explicit
redundancy term, we model redundancy implicitly:
a summary only benefits from including each con-
cept once. With c

i

an indicator for the presence of
concept i in the summary, and its weight w

i

, the ob-
jective function is:

X

i

w
i

c
i

We generate a summary by choosing a set of sen-
tences that maximizes this objective function, sub-
ject to the usual length constraint.
In summing over concept weights, we assume that

the value of including a concept is not effected by the
presence of any other concept in the summary. That
is, concepts are assumed to be independent. Choos-
ing a suitable definition for concepts, and a map-
ping from the input documents to concept weights,
is both important and difficult. Concepts could be
words, named entities, syntactic subtrees or seman-
tic relations, for example. While deeper semantics
make more appealing concepts, their extraction and
weighting are much more error-prone. Any error in
concept extraction can result in a biased objective
function, leading to poor sentence selection.

3 Inference by ILP

Each model presented above can be formalized as an
Integer Linear Program, with a solution represent-
ing an optimal selection of sentences under the ob-
jective function, subject to a length constraint. Mc-
Donald observes that the redundancy term makes for
a quadratic objective function, which he coerces to
a linear function by introducing additional variables
s
ij

that represent the presence of both sentence i and
sentence j in the summary. Additional constraints
ensure the consistency between the sentence vari-
ables (s

i

, s
j

) and the quadratic term (s
ij

). With l
i

the length of sentence i and L the length limit for
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A Scalable Global Model for Summarization 
[ Gillick and Favre 2009]

Universal health care is a divisive issue.

Obama addressed the House on Tuesday.

President Obama remained calm.

The health care bill is a major test for the 
Obama administration.s1

s2

s3

s4

concept weight

Define sub-sentence units called concepts 
that are associated with weights

Concepts could be n-grams, named entities, syntactic 
subtrees etc. Gillick and Favre choose bigrams.
Weights are fixed (not learned). Gillick and Favre choose 
frequency count.
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A Scalable Global Model for Summarization 
[ Gillick and Favre 2009]
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A Scalable Global Model for Summarization 
[ Gillick and Favre 2009]

Bigrams consisting of two stopwords are pruned, as
are those appearing in fewer than three documents.
We largely ignore the sentence ordering problem,

sorting the resulting sentences first by source docu-
ment date, and then by position, so that the order of
two originally adjacent sentences is preserved, for
example.

Doc. Freq. (D) 1 2 3 4 5 6
In Gold Set 156 48 25 15 10 7
Not in Gold Set 5270 448 114 42 21 11
Relevant (P ) 0.03 0.10 0.18 0.26 0.33 0.39

Table 1: There is a strong relationship between the docu-
ment frequency of input bigrams and the fraction of those
bigrams that appear in the human generated “gold” set:
Let di be document frequency i and pi be the percent of
input bigrams with di that are actually in the gold set.
Then the correlation ⇢(D,P ) = 0.95 for DUC 2007 and
0.97 for DUC 2006. Data here averaged over all prob-
lems in DUC 2007.

The summaries produced by the two systems
have been evaluated automatically with ROUGE and
manually with the Pyramid metric. In particular,
ROUGE-2 is the recall in bigrams with a set of
human-written abstractive summaries (Lin, 2004).
The Pyramid score arises from a manual alignment
of basic facts from the reference summaries, called
Summary Content Units (SCUs), in a hypothesis
summary (Nenkova and Passonneau, 2004). We
used the SCUs provided by the TAC evaluation.
Table 2 compares these results, alongside a base-

line that uses the first 100 words of the most re-
cent document. All the scores are significantly
different, showing that according to both human
and automatic content evaluation, the concept-
based model outperforms McDonald’s sentence-
based model, which in turn outperforms the base-
line. Of course, the relevance and redundancy func-
tions used for McDonald’s formulation in this exper-
iment are rather primitive, and results would likely
improve with better relevance features as used in
many TAC systems. Nonetheless, our system based
on word bigram concepts, similarly primitive, per-
formed at least as well as any in the TAC evaluation,
according to two-tailed t-tests comparing ROUGE,
Pyramid, and manually evaluated “content respon-
siveness” (Dang and Owczarzak, 2008) of our sys-
tem and the highest scoring system in each category.

System ROUGE-2 Pyramid
Baseline 0.058 0.186
McDonald 0.072 0.295
Concepts 0.110 0.345

Table 2: Scores for both systems and a baseline on TAC
2008 data (Set A) for ROUGE-2 and Pyramid evalua-
tions.

5 Scalability

McDonald’s sentence-level formulation corresponds
to a quadratic knapsack, and he shows his particu-
lar variant is NP-hard by reduction to 3-D matching.
The concept-level formulation is similar in spirit to
the classical maximum coverage problem: Given a
set of items X , a set of subsets S of X , and an in-
teger k, the goal is to pick at most k subsets from
S that maximizes the size of their union. Maximum
coverage is known to be NP-hard by reduction to the
set cover problem (Hochbaum, 1996).
Perhaps the simplest way to show that our formu-

lation is NP-hard is by reduction to the knapsack
problem (Karp, 1972). Consider the special case
where sentences do not share any overlapping con-
cepts. Then, the value of each sentence to the sum-
mary is independent of every other sentence. This is
a knapsack problem: trying to maximize the value
in a container of limited size. Given a solver for our
problem, we could solve all knapsack problem in-
stances, so our problem must also be NP-hard.
With n input sentences and m concepts, both

formulations generate a quadratic number of con-
straints. However, McDonald’s has O(n2) variables
while ours has O(n + m). In practice, scalability
is largely determined by the sparsity of the redun-
dancy matrix Red and the sentence-concept matrix
Occ. Efficient solutions thus depend heavily on the
choice of redundancy measure in McDonald’s for-
mulation and the choice of concepts in ours. Prun-
ing to reduce complexity involves removing low-
relevance sentences or ignoring low redundancy val-
ues in the former, and corresponds to removing low-
weight concepts in the latter. Note that pruning con-
cepts may be more desirable: Pruned sentences are
irretrievable, but pruned concepts may well appear
in the selected sentences through co-occurrence.
Figure 2 compares ILP run-times for the two
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formulations, using a set of 25 topics from DUC
2007, each of which have at least 500 input sen-
tences. These are very similar to the TAC 2008
topics, but more input documents are provided for
each topic, which allowed us to extend the analysis
to larger problems. While the ILP solver finds opti-
mal solutions efficiently for our concept-based for-
mulation, run-time for McDonald’s approach grows
very rapidly. The plot includes timing results for
250-word summaries as well, showing that our ap-
proach is fast even for much more complex prob-
lems: A rough estimate for the number of possible
summaries has

�500
4

�
= 2.6⇥109 for 100-word sum-

maries and
�500

10

�
= 2.5 ⇥ 1020 for 250 words sum-

maries.
While exact solutions are theoretically appealing,

they are only useful in practice if fast approxima-
tions are inferior. A greedy approximation of our
objective function gives 10% lower ROUGE scores
than the exact solution, a gap that separates the high-
est scoring systems from the middle of the pack in
the TAC evaluation. The greedy solution (linear in
the number of sentences, assuming a constant sum-
mary length) marks an upper bound on speed and
a lower bound on performance; The ILP solution
marks an upper bound on performance but is subject
to the perils of exponential scaling. While we have
not experimented with much larger documents, ap-
proximate methods will likely be valuable in bridg-
ing the performance gap for complex problems. Pre-
liminary experiments with local search methods are
promising in this regard.

6 Extensions

Here we describe how our ILP formulation can
be extended with additional constraints to incor-
porate sentence compression. In particular, we
are interested in creating compressed alternatives
for the original sentence by manipulating its parse
tree (Knight and Marcu, 2000). This idea has been
applied with some success to summarization (Turner
and Charniak, 2005; Hovy et al., 2005; Nenkova,
2008) with the goal of removing irrelevant or redun-
dant details, thus freeing space for more relevant in-
formation. One way to achieve this end is to gen-
erate compressed candidates for each sentence, cre-
ating an expanded pool of input sentences, and em-
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Figure 2: A comparison of ILP run-times (on an AMD
1.8Ghz desktop machine) of McDonald’s sentence-based
formulation and our concept-based formulation with an
increasing number of input sentences.

ploy some redundancy removal on the final selec-
tion (Madnani et al., 2007).
We adapt this approach to fit the ILP formulations

so that the optimization procedure decides which
compressed alternatives to pick. Formally, each
compression candidate belongs to a group g

k

corre-
sponding to its original sentence. We can then craft
a constraint to ensure that at most one sentence can
be selected from group g

k

, which also includes the
original:

X

i2gk

s
i

 1,8g
k

Assuming that all the compressed candidates are
themselves well-formed, meaningful sentences, we
would expect this approach to generate higher qual-
ity summaries. In general, however, compression
algorithms can generate an exponential number of
candidates. Within McDonald’s framework, this
can increase the number of variables and constraints
tremendously. Thus, we seek a compact representa-
tion for compression in our concept framework.
Specifically, we assume that compression in-

volves some combination of three basic operations
on sentences: extraction, removal, and substitution.
In extraction, a sub-sentence (perhaps the content of
a quotation) may be used independently, and the rest
of the sentence is dropped. In removal, a substring

14



52 submissions 
27 teams 
44 topics 
• 10 input docs 
• 100 word summaries 

      Gillick & Favre

Overall 
Quality

0.0000

3.0000

6.0000

• Rating scale: 1-10 
• Humans in [8.3, 9.3]

Linguistic 
Quality

0.0000

3.5000

7.0000

• Rating scale: 1-10 
• Humans in [8.5, 9.3]

Pyramid

0.0000

0.2000

0.4000

• Rating scale: 0-1 
• Humans in [0.62, 0.77]

• Rating scale: 0-1 
• Humans in [0.11, 0.15]

ROUGE-2

0.0000

0.0650

0.1300

Results [Gillick and Favre, 2009]



Submodularity in Summarization 
[ Lin and Bilmes 2011]

! A really cool  machine learning paradigm that very naturally 
fits summarization. 

! Idea is to define an objective that is monotone submodular. 

! It is NP-hard to find the globally optimal solution, but a greedy 
approximation is guaranteed to give a constant factor 
approximation  
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Submodularity

Property of diminishing returns.
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Let ⌦ be a set and F be a function that maps subsets X ✓ ⌦ to real values
in R. Then F is submodular if for every set X,Y ✓ ⌦ with X ✓ Y ✓ ⌦ \ v

F(X + v)� F(X) � F(Y + v)� F(Y )

Furthermore, F is monotone submodular if for all X ✓ Y ✓ ⌦, F(Y ) �
F(X)

2

v relatively adds more to X than it does to Y



Monotone Submodularity
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adding more sentences to the summary shouldn’t 
decrease the objective :)



MMR is not Monotone SubmodularFlcs =
(1 + �2)RlcsPlcs

Rlcs + �2Plcs
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! MMR is submodular, but it is not monotone. 

! Why?



Submodularity in Summarization 
[ Lin and Bilmes 2011]

! Instead of penalizing redundancy, reward 
diversity
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relevance diversity



Submodularity in Summarization 
[ Lin and Bilmes 2011]

! Assume sentences are clustered into K clusters: 
C1,…,Ck
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relevance score for 
sentence j

sqrt function lowers 
reward for picking too many 
sentences from the same cluster



Submodularity in Summarization 
[ Lin and Bilmes 2011]

Documents were pre-processed by segmenting sen-
tences and stemming words using the Porter Stemmer.
Each sentence was represented using a bag-of-terms
vector, where we used context terms up to bi-grams.
Similarity between sentence i and sentence j, i.e.,
wi,j , was computed using cosine similarity:

wi,j =
�

w�si
tfw,i � tfw,j � idf2w��

w�si
tf2w,si

idf2w
��

w�sj
tf2w,j idf2w

,

where tfw,i and tfw,j are the numbers of times that
w appears in si and sentence sj respectively, and
idfw is the inverse document frequency (IDF) of
term w (up to bigram), which was calculated as the
logarithm of the ratio of the number of articles that
w appears over the total number of all articles in the
document cluster.

Table 1: ROUGE-1 recall (R) and F-measure (F) results
(%) on DUC-04. DUC-03 was used as development set.

DUC-04 R FP
i�V

P
j�S wi,j 33.59 32.44

L1(S) 39.03 38.65
R1(S) 38.23 37.81

L1(S) + �R1(S) 39.35 38.90
Takamura and Okumura (2009) 38.50 -

Wang et al. (2009) 39.07 -
Lin and Bilmes (2010) - 38.39

Best system in DUC-04 (peer 65) 38.28 37.94

We first tested our coverage and diversity re-
ward objectives separately. For coverage, we use a
modular Ci(S) =

�
j�S wi,j for each sentence i, i.e.,

L1(S) =
�

i�V

min

�
�

�
�

j�S

wi,j , �
�

k�V

wi,k

�
�

� . (6)

When � = 1, L1(S) reduces to
�

i�V,j�S wi,j ,
which measures the overall similarity of summary
set S to ground set V . As mentioned in Section 4.1,
using such similarity measurement could possibly
over-concentrate on a small portion of the document
and result in a poor coverage of the whole document.
As shown in Table 1, optimizing this objective
function gives a ROUGE-1 F-measure score 32.44%.
On the other hand, when using L1(S) with an � < 1
(the value of � was determined on DUC-03 using
a grid search), a ROUGE-1 F-measure score 38.65%
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Figure 1: ROUGE-1 F-measure scores on DUC-03 when
� and K vary in objective function L1(S) + �R1(S),
where � = 6 and � = a

N .

is achieved, which is already better than the best
performing system in DUC-04.

As for the diversity reward objective, we define
the singleton reward as ri = 1

N

�
j wi,j , which is

the average similarity of sentence i to the rest of the
document. It basically states that the more similar to
the whole document a sentence is, the more reward
there will be by adding this sentence to an empty
summary set. By using this singleton reward, we
have the following diversity reward function:

R1(S) =
K�

k=1

� �

j�S�Pk

1
N

�

i�V

wi,j . (7)

In order to generate Pk, k = 1, · · ·K, we used
CLUTO2 to cluster the sentences, where the IDF-
weighted term vector was used as feature vector, and
a direct K-mean clustering algorithm was used. In
this experiment, we set K = 0.2N . In other words,
there are 5 sentences in each cluster on average.
And as we can see in Table 1, optimizing the
diversity reward function alone achieves comparable
performance to the DUC-04 best system.

Combining L1(S) and R1(S), our system outper-
forms the best system in DUC-04 significantly, and
it also outperforms several recent systems, including
a concept-based summarization approach (Takamura
and Okumura, 2009), a sentence topic model based
system (Wang et al., 2009), and our MMR-styled
submodular system (Lin and Bilmes, 2010). Figure 1
illustrates how ROUGE-1 scores change when � and
K vary on the development set (DUC-03).

2http://glaros.dtc.umn.edu/gkhome/cluto/cluto/overview
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Abstractive Summarization with Neural Nets

! Instead of selecting sentences, generate the summary 
with a neural net. 

! Can use Encoder/Decoder models  e.g. 
! Rush et al. 2015 
! Paulus et al. 2017

Wu et al. 2016



Abstractive Summarization with Neural Nets
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Abstract

Summarization based on text extraction is
inherently limited, but generation-style ab-
stractive methods have proven challeng-
ing to build. In this work, we propose
a fully data-driven approach to abstrac-
tive sentence summarization. Our method
utilizes a local attention-based model that
generates each word of the summary con-
ditioned on the input sentence. While the
model is structurally simple, it can eas-
ily be trained end-to-end and scales to a
large amount of training data. The model
shows significant performance gains on
the DUC-2004 shared task compared with
several strong baselines.

1 Introduction

Summarization is an important challenge of natu-
ral language understanding. The aim is to produce
a condensed representation of an input text that
captures the core meaning of the original. Most
successful summarization systems utilize extrac-
tive approaches that crop out and stitch together
portions of the text to produce a condensed ver-
sion. In contrast, abstractive summarization at-
tempts to produce a bottom-up summary, aspects
of which may not appear as part of the original.

We focus on the task of sentence-level sum-
marization. While much work on this task has
looked at deletion-based sentence compression
techniques (Knight and Marcu (2002), among
many others), studies of human summarizers show
that it is common to apply various other operations
while condensing, such as paraphrasing, general-
ization, and reordering (Jing, 2002). Past work
has modeled this abstractive summarization prob-
lem either using linguistically-inspired constraints
(Dorr et al., 2003; Zajic et al., 2004) or with syn-
tactic transformations of the input text (Cohn and

Figure 1: Example output of the attention-based summa-
rization (ABS) system. The heatmap represents a soft align-
ment between the input (right) and the generated summary
(top). The columns represent the distribution over the input
after generating each word.

Lapata, 2008; Woodsend et al., 2010). These ap-
proaches are described in more detail in Section 6.

We instead explore a fully data-driven approach
for generating abstractive summaries. Inspired by
the recent success of neural machine translation,
we combine a neural language model with a con-
textual input encoder. Our encoder is modeled
off of the attention-based encoder of Bahdanau et
al. (2014) in that it learns a latent soft alignment
over the input text to help inform the summary (as
shown in Figure 1). Crucially both the encoder
and the generation model are trained jointly on the
sentence summarization task. The model is de-
scribed in detail in Section 3. Our model also in-
corporates a beam-search decoder as well as addi-
tional features to model extractive elements; these
aspects are discussed in Sections 4 and 5.

This approach to summarization, which we call
Attention-Based Summarization (ABS), incorpo-
rates less linguistic structure than comparable ab-
stractive summarization approaches, but can easily
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Outline
! Summarization 

! Case Study on Natural Language 
Generation [Wiseman et al. 2017] 

! Conclusion



Conclusion
! We have covered a lot in this course!! 

! Hope you have learned something :) 

! Some key lessons 
! Proper Experimental Setup (Data + Evaluation Metrics), 

are the most important thing!! 
! Sometimes simple models provide strong baselines and 

give motivation for more complex approaches 
! Good to be familiar with a variety of techniques so you can 

connect the dots.



An Open Slide for Open Problems
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