Romeo

11

Support Vector Machine Analysis of Social Network Content Relevance

Tyler A. Romeo,1 Frank Mazza,1 Dennis Shasha2

April to May 2011

1) Staten Island Technical High School

2) New York University

Bezos Family Foundation

Introduction

Social networking sites are used for a variety of purposes, ranging from romantic intentions to politics, but all have the basis of online social communication (Ellison, Steinfield, & Lampe, 2007). Fifty-five percent of teenagers and twenty percent of adults have registered for at least one social networking site (Abelson, Ledeen, & Lewis, 2008). Facebook, for example, was started by Mark Zuckerberg in January of 2004 (Cassidy, 2006) and has grown to have more than five-hundred million active users with thirty billion pieces of content shared each month (“Facebook Statistics”, n.d.). With social networks constantly growing in size, it is becoming impossible for any one person to consume all of the content within his or her social network. It is thus important to find a method to filter the noise and recommend only information that is relevant and important to the user. As the leading social networking company, Facebook has already identified the problem of filtering information, recognized that this represents an opportunity to improve user experience, and received a patent on their “news feed” technology, which works to deliver information that is more relevant to the user (Sittig & Zuckerberg, 2010). 

Recommendations in the digital and physical worlds are part of our social nature (Resnick & Varian, 1997). In the case of the digital world, a recommender system, or an algorithm that can recommend content to a user for consumption, is the social equivalent of word-of-mouth recommendations. There are two primary paradigms to calculate recommendations for users: recommending similar items based on what the user has already taken interest in, where similar items are those with similar enough properties that if a user is interested in one he or she is likely to be interested in another; and analyzing the similarity between different users and then making recommendations based on other users’ interests (Golbeck & Hendler, 2006). The latter of these paradigms is known as collaborative filtering, and was the method used to make recommendations in this study. However, collaborative filtering in a complex social network is difficult; an initial literature review reveals there are numerous algorithms and dataset specifications, all claiming to have advantages over one another (Herlocker et. al, 2004). This study seeks to provide only an initial investigation into collaborative filtering in Facebook’s social networking environment rather than attempting comprehensive analysis of every algorithm and dataset combination in the field.

In a social network, links between users are composed of various communications, such as simple text conversations, photo albums, private messages, and “likes”, a feature specific to Facebook where a user expresses interest in something, whether it be a musical group, television show, etc. In Facebook, most of these communications are known as “posts”. This study utilized the relationship statistics between users in order to predict which posts a given user will find relevant. These statistics were based on pre-existing communications, also known as offline data because the data is collected without interacting with the user. (This can be compared with live user data, in which the user specifically selects items to be used for training and explicitly designates them as important or unimportant.)
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Support vector machines were the algorithm of choice in this study to predict which posts a user will find important using previous data as input. A support vector machine is a machine-learning algorithm, originally developed by Vladimir Vapnik, that uses training data to map a system of input data to output categories (Cortes & Vapnik, 1995). Support vector machines were chosen over other supervised learning methods such as Stochastic Gradient Descent and Gaussian Processes because they are more effective and efficient in cases where there are a relatively large number of input and output categories. A support vector machine is based on a two-layer perceptron neural network, which is an attempt to model the interactions of neurons in the brain so that complicated calculations can be carried out in the same way the brain might interpret quantitative information (Noble 2006). Each layer consists of a number of “neurons”, and each neuron in each layer is connected to every other neuron in the preceding and succeeding layers, much like neurons appear to be interconnected in the human brain (Figure 1). In a simple two-layer neural network, which support vector machines are based on, the first layer consists of a number of attributes, or measured variables, and the second layer consists of a number of features, or output categories. In the case of a social network, attributes would be statistics about a post or user and features would be whether the post is important to the user. The mapping of attributes to features is dictated by weighting factors, which determine how much of an effect a given attribute will have on a given feature. In other words, mapping input to output is affected by how “strong” the connections in the neural network are, where strength is quantitatively defined as the weighting factor. In support vector machines, these weighting factors are determined by finding what is called the maximum-margin hyperplane (Noble 2006).
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Support vector machine processing is initiated by graphing each set of training data. A graph is created with the same number of dimensions as there are attributes. In the instance of a support vector machine with only two attributes, the graphed data will be two-dimensional and presented on the x and y-planes (Figure 2). Once graphed, the support vector machine attempts to find a separation point between the graphed data points. For example, in the case of the two-dimensional graph, if the data points from one category tend to fall in the bottom left region of the graph and the data points from another category tend to fall in the top right region of the graph, the support vector machine will draw a best-guess diagonal line separating the two output categories. If a support vector machine has three attributes, the graph will be three-dimensional and the separation point will be a surface, or a plane. Finally, for four or more attributes, the separation point is called a hyperplane, which is generally some higher-dimension shape that cannot be visually described or explained. The general concept is the creation of some shape that separates the different output categories.

The maximum-margin hyperplane, which is a method for selecting the separation hyperplane, is what makes support vector machines so unique and effective at learning. One problem with the selection of a separation hyperplane is that once the training data has been graphed there are an infinite number of choices for the location of the separation hyperplane between output categories. Support vector machines determine the placement of the separation hyperplane by initially establishing margins for each output category. A margin acts as a boundary for the category, and is drawn so that it borders the outermost data points in each category (see the dotted lines in Figure 2). Margins are drawn by analyzing the location of the data points near the outside of the region; these outermost data points are called support vectors. Finally, the separation hyperplane is drawn by taking the midpoint between all of the margins in the space (represented by the solid line in Figure 2). At this point, the support vector machine can now begin to predict the categorization of new data by determining which side of the hyperplane the new data point falls.

If the support vector machine is able to learn what a user finds important in a social networking environment, specifically Facebook in this case, then it should be able to predict those posts that the user finds important. In this study, a support vector machine-generated news feed, representing the observed experimental case, will be tested against a randomly generated news feed, representing the expected control case. It is hypothesized that there will be a statistically significant difference in the observed importance rating of posts as determined by live user feedback. However, if the support vector machine is not capable of such learning, then there will be no significant difference and the distribution of important and unimportant posts will be the same in both the support vector machine and control feeds.
Materials and Methods

This study used a Facebook application for training and testing the support vector machine. The application was written in Python, a dynamically-typed multipurpose scripting language, and a Python script named scikits.learn was used to interface with the support vector machines to input training data and test experimental data. Python was used because of its speed, multitude of machine learning libraries, and ease of use compared to other possible languages such as PHP and Ruby, which can be used but are not as versatile nor applicable for this particular research application. The application used an authentication protocol called OAuth, which is a protocol required by Facebook, to connect to the user’s Facebook profile and collect posts and user information for training and testing. The data was then stored in a format called JavaScript Object Notation (JSON), which is a method for storing data from a program in text format. All content was encrypted with GNU Privacy Guard, a common Linux encryption program to increase assurance that only the researcher had access to the data and participant privacy and confidentiality was maintained. 

Eight general education high school students enrolled at Staten Island Technical High School with active Facebook profiles volunteered to participate in the study. Volunteers were recruited through word-of-mouth and a mass email sent to students enrolled in the school. Interested students responded to the researcher by email and an appointment was set up to solicit informed consent. Participants, and their legal guardians, when applicable, were asked to sign and return an informed consent form (included in Appendix A) to indicate their willingness to participate prior to data collection. The consent form outlined that private information will be encrypted in a database and that under no circumstances will any information be released or used for any purpose other than the statistical analysis of this study. The form also explained how a breach of confidentiality, although rare, was the only known risk from participating in this study, and such a risk could only be incurred if a third party compromised the analysis system. Furthermore, the consent form explained to parents how the study may indirectly benefit their child by improving social networking, reducing spam and other irrelevant and often privacy-compromising content, and contributing to a better understanding of what consumers, specifically high school students, find relevant in a social networking environment. Neither participants nor their parents received direct benefits from participation in this study with the exception of refreshments provided to the participants after their participation.
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Each participant then added the Facebook application for the support vector machine training program so preliminary data could be collected from their Facebook account. During training, the support vector machine determined whether a particular attribute was significant in determining an outcome; the actual measured attribute did not matter so long as a statistically significant number of attributes were measured. The parameters selected for the support vector machine in this study were the length of the post in words, the number of minutes since the user and author last interacted, the number of posts made by the author in the past three days that the user has liked or commented on, and the number of posts made by the user that the author has liked or commented on in the past three days. The time period of three days was used because a significant number of posts were required, and the number of posts also needed to be small enough so that data collection and analysis could be finished in the amount of time allocated for this project. For the features, posts in the training data were classified as either “important” or “unimportant”: a post was considered “important” if the user had liked or commented on the post, as this represents interest in the post. 

Following preliminary data collection, participants were required to attend one fifteen-minute session in a computer lab after school at Staten Island Technical High School. Participants were presented with two sets of twenty-five posts and were asked to mark each post using radio buttons on the screen as very important, important, neutral, unimportant, or very unimportant (Figure 3
). In the context of this study, “importance” was defined as whether the participant would be interested in seeing a given post in their actual news feed on Facebook. The first set of posts were generated using predictions from the support vector machine, and the second set of posts were generated by random selection to be used as a control feed. Once this process was completed, all social network information was deleted in order to preserve the privacy and security of the participants.

Results

The accuracy of the support vector machine-generated news feed was calculated by conducting a Pearson chi-square test, which yielded a probability value for the accuracy of the support vector machine-generated feed. The input for the test was the frequency of each user-rated importance category, with the support vector-machine generated feed data as the observed data and the randomly generated feed data as the expected data. The Pearson chi-square test was chosen for this statistical analysis as it is designed for discrete data such as that used in this study.

The causal relationship between post importance as determined by the support vector machine and post importance as determined by the user was statistically significant (χ = 9.52; df = 4; P < 0.05). This suggests that the support vector machine was able to predict which posts the user would find important better than that of random selection. [It would be nice if you gave some raw statistics of each group (support vector machine vs. random), e.g. average importance for each group, standard deviation of each group.  We should know how big an effect this was. Also, this test should be done only on labeled data that HAS NOT been used to train the support vector machine. 
Discussion

Based on the results of this study, the alternate hypothesis is supported and support vector machines can indeed predict which posts users find important after learning from a pre-existing data set. The results of this study may have implications for future social networking relevance studies and the improvement of user experience in social networking services. Since the support vector machine was able to improve the quality of posts when compared to a randomly generated feed, the suggestion to improve user experience with machine learning algorithms is supported by this study’s collected data. Future studies may seek to expand the attribute domain for the support vector machine and examine which input factors help to determine the importance of content in a social networking environment.

Error Analysis

 One of the primary shortcomings of this study was the lack of analysis of internal content; only external statistics about the post and users were analyzed, such as post size and common interests, while information about the actual post content, that is, what the post is about, was not analyzed at all. Since the purpose of a social networking service is to consume content, it may be presumed that the value of that content plays some role in whether a user finds a specific post important or not. Therefore, future studies may attempt to use language interpretation to determine the content of a post, such as the topic that is being discussed or the emotional mood of the text, and translate that content into a numerical value that may be given as an attribute to the support vector machine.

In addition to the lack of analysis of internal post content, there were additional limitations that may have contributed to decreased validity of this study. One of the most important of these limitations is the sample size: the number of participants in the study was unusually small. Large sample sizes are usually preferred so confounding variables can be minimized, thus the small sample size in this study may have allowed confounding variables to significantly influence the experiment, leading to erratic data and additional inaccuracies, such as the possibility that some of the participants in the sample are outliers compared to the general school population and find certain posts important whereas students outside of the sample have different opinions of post importance. In addition, small sample sizes tend to cause larger errors in Pearson chi-square tests and hypothesis tests in general, thus increasing the possibility of a false acceptance of the alternate hypothesis. Future studies might seek to draw participants from many different schools and a significantly larger applicant pool in order to diversify participant demographics and create a more representative sample. Furthermore, common to human research studies, various differences in personality, gender, and age may skew results. For instance, considering the participant pool was limited to Staten Island Technical High School, a “specialized” secondary school that contains only students who have ranked high enough on an academic entrance exam administered by the New York City Department of Education for all specialized high schools, the chosen sample may have a different personality, gender, and age distribution than the general citywide or even nationwide population, making the sample not representative of the larger teenager population. Another related concern is the population studied in this research, which included only high school students. Though a large majority of social networking users are teenagers, there are many adults who use social networking services as well (Abelson, Ledeen, & Lewis, 2008), and the sample chosen in this study cannot be used to make conclusions about or generalized to an adult population.

Other than sample demographics, there were a number of possible error sources in the experimental methodology. In the fifteen-minute session where participants were brought into a computer lab, they were consistently shown the experimental data first and then the controlled data, rather than the two feeds being shown in a random order. This may have led to skewed results if users rated the first feed different than they did the second feed. For example, participants may have become tired or bored of browsing posts after the first feed and by default gave less important ratings to the second feed, which would have skewed results in favor of the alternate hypothesis.

Conclusion

Social networking and online social media in general has been growing in popularity (Abelson, Ledeen, & Lewis, 2008). With more individuals like those who participated in this study spending increasing amounts of time on the Internet and on social networks, and with these social networks affecting their users' personalities and actions, research into the development and usage of social networks may help us to better understand the psychology that drive them, and how recommendation systems and algorithmic filtering can be used to increase the quality of the social networking experience of its users. Analyzing what information is relevant to users and the types of heuristics that may better determine link component relevance is only a single but possibly valuable step in establishing an improved and quickly expanding online world.
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Appendix A: Informed Consent Form

Principal Investigators:
Science and Engineering Research Program

Tyler A. Romeo
Staten Island Technical High School

Frank Mazza
485 Clawson Street, Staten Island, NY 10306

Informed Consent Form to Participate and Authorization for Research

Title of Research

Determination of social network node relevance using support vector machines

A. Purpose of Study

Your child is being asked to volunteer in a research study. This consent and authorization form includes information about this study.

The purpose of this study is to analyze the relationships between adolescents in the online social networking environment, and to determine what information adolescents seek out when participating in such services. Online social networks are becoming increasingly popular, and the amount of information presented to children in such environments is becoming overwhelming. This study seeks to identify which information adolescents are looking for in a social networking service, and to discover how this information can be filtered and separated from irrelevant noise.

Another purpose of this study is to investigate the effectiveness of evolutionary heuristics, specifically support vector machines, in the aforementioned environment. When attempting to solve problems in technology, algorithms are often used to sort through information and find the solutions. However, in the case of a complex social network, with hundreds of nodes and thousands of links, a standard algorithm is not appropriate as the amount of memory and time required to execute such a process is unnecessarily large and would make the service unusable. Therefore, a heuristic, or “best guess solution”, is the more appropriate choice for this situation. This research study will analyze the effectiveness of a certain type of heuristic (support vector machine) in its ability to determine what users find important on Facebook and to filter our what they find unimportant.

Your child is being asked to participate in this study because he or she is a typically developing individual under the age of eighteen, is currently enrolled in a secondary school, and participates in a popular social networking service. This research study, for the purpose of maintaining a statistically homogeneous applicant pool, is only open to students currently enrolled at Staten Island Technical High School. Subject under eighteen years of age will require their parents’ consent as well as provide their assent to participate.

B. Subject Participation

It is estimated that a total of thirty subjects will participate in this study. Your child will be asked to participate in add a Facebook application to their profile, then participate in a brief experimentation session where they will test the support vector machines.

Your child will be given a URL to visit after this consent form is submitted that adds the Facebook application to his or her profile. Data collection will begin immediately after the application is added. The experimentation session will take place a few days thereafter in a classroom at Staten Island Technical High School. Your child will not be asked to visit any location other than his or her own school. During the session, your child will be given a faux social networking news feed, on which he or she will rate posts as either important or unimportant. This will help determine whether the heuristic was correct in picking posts your child finds important in social networking. After this session is completed, your child may safely remove the Facebook application added in the beginning of the study.

C. Description of the Research

You or your child may at any point decide not to participate further in the research study and to withdraw participation entirely. Furthermore, you and your child are not obligated to answer any questions or participate in any sessions that you or your child finds objectionable. Conversely, participation in this study does not guarantee your child will be selected for research, as your child may not qualify. Reasons for not qualifying for the research study include, but are not limited to, lack of a registered account and profile on Facebook, being over the age of eighteen or not enrolled in a secondary school, and not being a current student at Staten Island Technical High School. If your child is ineligible for any reason, you will be provided with a summary of what information has been collected, and for what reasons your child was disqualified. If your child does qualify for participation in the research study, we will invite your child to add the Facebook application and schedule the experimentation session. Please note that your child will be participating in this study alongside a number of other students also participating in the study, and that all of these students will be fellow classmates at Staten Island Technical High School.

We will now describe the various sessions involved in this research study in further detail. All in-person parts of this research study will take place in a computer laboratory at Staten Island Technical High School. Your child will be provided a computer as a station for the research along with a number of other students. The environment will be stewarded by the investigators of the research study, one of which is a Staten Island Technical High School faculty member. Participants will not be allowed to converse during the session, as doing so may skew the results of the research study.

The first step of the research study involves adding the Facebook application. The application is merely a data collection program that will gather information from your child’s Facebook profile and calculate statistics based on what it finds. The statistics it will gather for each post it queries are: the length in words of each post, the number of likes your child and the post author have in common, the time since your child and the post author last communicated, the number of posts by your child the post author liked or commented on in the past three days, and the number of posts by the author that your child liked or commented in th past three days. Note that all of these statistics are merely word counts, time differences, and other ambiguous numbers, and that none of these statistics have any association with your child’s personal information. Despite this, for extra security and safety, the statistics will be encrypted so that only the researcher may open them, thus preventing any possible breach of privacy.

The second step of the research study involve the experimentation session. Your child will be asked to come after-school to one of the school computer labs for fifteen minutes or so. After being assigned a computer station, your child will log into Facebook and will be directed to the faux news feed site, where your child will be presented with real posts from Facebook and asked to rate them on a scale of importance. After your child has rated a number of posts, the session will end and your child will be allowed to remove the Facebook application from their profile and leave. Once this session is over, the researchers will have collected all data necessary for the study and will not have access to any of you or your child’s personal information. Furthermore, none of the raw data collected will contain any personally identifiable information, and none of the raw data will be released outside of the principal investigators. Only summary data making conclusions from all students’ data will be reported in the research paper, and this information will contain no reference to your child or any information pertaining to you or your child.

D. Costs and Reimbursements

There will be no cost for you or your child to participate in this study or any of the research procedures. Furthermore, your child will not be monetarily reimbursed for his or her participation in this research study. However, refreshments, including food and drink, will be provided to all participants after the experimentation session. Your child will not be required to consume any of the refreshments provided.

E. Potential Risks

There are a number of potential risks your child faces from participation in this study, and acknowledgement of these risks is required if your child is to participate.

The primary risk your child may suffer from this study is breach of confidentiality. All of your child’s information is encrypted at all times and is only accessible by the researchers, and none of the information stored contains personally identifiable information, but nonetheless there is still a risk that a third party will gain unauthorized access to the system and attempt to access your child’s information, however unlikely the situation may be. In theory, the only possible case of breach of confidentiality is if a third party gains unauthorized access to the machine, which is unlikely in and of itself, interrupts the data collection process at just the right time, seizes the application’s access token, and uses it to access you child’s Facebook data. Cases like this are extraordinarily rare, and it is expected that no participants, including your child, will experience a breach of confidentiality throughout the duration of this study. However, it is our duty to inform you of this risk, and we guarantee that all measures will be taken to prevent such a situation.

If you believe your child has suffered any breach of confidentiality or other social or other injury as a result of this research study, you should immediately contact the principal investigator using the contact information given on this informed consent form.

F. Potential Benefits

There is no direct benefit to you or your child expected from your participation in this study. It is hoped that the knowledge gained from this study will be of benefit to others in the future.

G. Confidentiality

Since the study involves minors enrolled in the New York City educational system, confidentiality is of extreme importance. Even though the data collected by the research study does not contain any personally identifiable information, your child’s delicate information is still involved, and the researchers have taken and will take all measures to ensure both your information and your child’s information, or any information pertaining to you or your child, remains confidential throughout the study.

During the primary section of the study, basic information, including your name, your child’s name, and your child’s contact information will be kept on paper so that the researcher may contact your child for the necessary planning required to complete the research study. This information will only be seen by the primary investigator, and will only be used for the purpose of obtaining consent as well as finding and contacting you or your child during the study if necessary. Your information will not be used outside of this explicit outlined purpose, nor will any other individual outside of the researchers have access to this information.

All data collected from your child’s Facebook profile will be encrypted using the researcher’s personal encryption key, and only the researcher will have access. This means even if a third party were to gain unauthorized access to the computer on which your child’s information is stored, the researcher would have to supply the password before any information is decrypted. Once the data collection has been completed and summary statistics calculated, the raw data will be erased immediately. After this process has been completed, the summary statistics, which include only numbers pertaining to the heuristic testing described in section C and do not include any sensitive information such as pictures of your child, addresses, phone numbers, etc., will be used for analysis of the heuristics. No identifying information concerning you or your child will be released in the final research paper. Furthermore, after completion of the study, the aforementioned basic paper contact information will be permanently shredded so that no confidential information concerning you or your child remains.

H. Voluntary Participation and Authorization

Participation in this study and any part of this study is completely voluntary, and you will not experience any loss in benefits or increase in risk from choosing not to participate or withdrawing from the study at any time. Furthermore, throughout the study you will be informed of any information that may affect your or your child’s willingness to participate in this study. However, by withdrawing, any information collected related to your child will not be used in any other part of the study.

I. Withdrawal from the Study

You or your child are, at any time, allowed to withdraw your child’s participation from this study at any time. If you decide to take such action, you must contact one of the principal investigators in writing using the contact information in the next section. However, please note that once final summary statistics that encompass all participants have been collected, which is at the point where no more information will be collected from participants, it will be impossible to remove your child from the results of the study, but this does not mean your child will be mentioned at all in the study results, as the confidentiality policies described earlier still apply.

Furthermore, one or more of the investigators, or related advisors, may choose to withdraw your child from the study at any time, whether it be ineligibility or inability to ensure your child’s safety and privacy. In the case of this situation, you will be notified immediately of the circumstances under which your child was withdrawn from the study.

J. Contact Information

This research study is being conducted by Tyler Romeo under the mentorship of Frank Mazza, a member of the Staten Island Technical High School faculty. Furthermore, the study is being conducted under the academic advisory of Mark Hofer and Summer Ash from the Bezos Family Foundation as well as Professor Dennis Shasha of New York University’s Department of Computer Science. For any concerns relating to the study, Tyler Romeo may be contacted by phone at (347) 766-3630, in writing by sending a letter to 485 Clawson Street, Staten Island, NY 10306, in care of Mark Erlenwein, or electronically at tylerromeo@siths.org.

K. Consent and Authorization of Legal Representative

___ I have read this consent form


or

___ It was read to me by: ___________________________

I or my child  
___ is
   ____ is not

participating in another research study at this time. (If you are, please contact the principal investigator before participating.)

I voluntarily agree to participate in this research study at Staten Island Technical High School under the terms outlined above, and I understand that I am entitled to and will be given upon request a copy of this consent and authorization form.

* Since minors are not capable of providing informed consent, the signature of a legal representative is required for participation in the study.

___________________________
_______________________
__________

Print Name of Parent or Guardian
Signature of Parent or Guardian
Date

___________________________
_______________________
__________

Print Name of Person Obtaining Consent
Signature of Person Obtaining Consent
Date

I. Consent of Minor

Your parent or guardian knows about this study and has given legal consent above for your participation. By signing below you are acknowledging that you have read the terms of consent above along with your parent or legal representative and also agree to participation in this study. You also acknowledge that you can withdraw from this study at any time. Furthermore, any conversations held with anybody involved in this study will not be disclosed to any third parties unless authorized by your legal representative. You may contact the investigators of this study at any time if you have questions.

___________________________
______________________
__________

Print Name of Child
Signature of Child
Date

___________________________
______________________
__________

Print Name of Person Obtaining Consent
Signature of Person Obtaining Consent
Date

I agree with the manner that consent was solicited from and given by my child, and agree to allow my child to participate in this study.

___________________________
_______________________
__________

Print Name of Legal Representative
Signature of Legal Representative
Date
� INCLUDEPICTURE  "http://www.dtreg.com/MLFNwithWeights.jpg" \d���   Figure � SEQ "Figure" \*Arabic �1�: A perceptron neural network composed of three layers. Input nodes connect to nodes in a hidden layer that then connect to output nodes. A support vector machine is like this neural network except without the hidden layer. Source: <� HYPERLINK "http://www.dtreg.com/mlfn.htm"��http://www.dtreg.com/mlfn.htm�>





� INCLUDEPICTURE  "http://www.dtreg.com/SvmMargin2.jpg" \d���  Figure � SEQ "Figure" \*Arabic �2�: A graph of data points for a two-dimensional support vector machine. Ovals and squares represent different features (or outputs), and different axes represent different attributes (or inputs). The dotted lines are margins created for each category and the solid line is the separation hyperplane. Source: <http://www.dtreg.com/svm.htm>





�Figure � SEQ "Figure" \*Arabic �3�: A screenshot of the rating interface used in the study. Each post is separated by a horizontal rule and includes the author's avatar and name.








�Can you move Figure 3 from the previous page to here? 






